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INTRODUCTION

Sinca the firet Incoption of the SAS® DATA atep languago and its
subsequent evolution over the years, the SAS DATA step
languags has appeared to ba simpls; yet, it ean also be
deceptively complex, Sometimes, the most sbvious change In
SAS DATA step code may make a differance in the bohavier or In
the performance of the program, or i may make no ditference at
all. Sometimes, an obsewrs change can have a dramatic effect on
the program’s eificlency end performanca,

This paper will ook at a number of nreas thata SAS programmer
can utiize to enhance the performance of DATA step execution.
Both execution time and space with respact to program efficlency
will ba considared and concreta stggestions wil be mado.

When programming in the SAS DATA atap language of In the
SAS languaga In general, the programmar has to ba aware of
how an application la developed 0 as to obtain the greatest
possible amount of execution elfictency. This paper hightights
atess In which an application pregrammer ean Incraase the
efficlency of his applications and arens in which the SAS DATA
strp and the SAS Systam assist in the efficient execution of those
applicafions.

EFFICIENCY MEASUREMENT

To gain an undarstanding of efficlency, we must firat look at how R
Is measured. There are five primary mensuremants that doseribe
efficlency In terms of progsam peiformance: CPY Bme, elapaed
tima, 10, memory, and data storage, The firat two measuroments
are basallne meastrements, In that ofl tho others impact thess in
one way or another. Genernlly, whan one measurement Is
reduced or incroased, it influences the others In varying degreos.

When analyzing program efficioncy and its fmpact upon
pariormanca, two primary resource measurements me sought:
CPU and mamory. These measuraments described the situation
of how to minimize both the §me and apace tequirements of an
executing program. itia a difffcuit bnlance to manage elther one
50 as not to overly influence the other or Impact the other
measurements of /O and elapsed tme,

The performance measuremants of #O and data storagoe sre
directly related to the volume of datn and ita patiern of access,
Tha lwger the amount of data to ba procassed or the degren to
which the data are randomly accessed has an Impact on both
measurements. In mos! environments, ¥O does have an ¥mpact
upon the measurement of elnpsed fime, because for each IO
request, controf la ralinguished by the user's program to the
operating syatem to perlorm requested work, There are other
fattors external to the execting program that do Impact the total
elnpsed ime required %o exectrts a program, but thoy aro not
within the scops of this discussion,

USER CONTROLLED EFFICIENCIES

During applicafion development, the daveloper must have a
thorough knowledge of the raquiroments of the requoasted analysla
and Its associated daia. In this section, tachniques are discyssod
that assist in the Improvement of overall appfication afficlency,
Areas are hightighted and In many cases simple examplos of
concepts are prasented. Koap In mind that pach of these
suggestions may hot be the most sppropiate In afl situations, as

each suggestion ls completely dependent upen the aspacts of the
epplication requirements,

Data Storage

SAS data seis aro the most efficlent storage mechanism for data
managed by the SAS System In terms of CPU and IO overhead.
Whenever possibie, processing and management of data should
be accomplishad using SAS data sots. When this fs not possible,
the SAS System does provide the capabliity to process and
manage data slored In extemal data formate, such as an external
database system or extemal files. BAS/ACCESS® software and
DATA step views provide the ability to process and manago thla
extomal data,

Many applications require the use of summarization data to
provide additlonal anslysis informatien, Efficlencles ean bo ganed
by stmmarizing data In the minimal number of steps possible,
The SUMMARY procedure Is one of ths most widely used tools in
tha SAS Systom to provide data summarization. A step can be
dofined so that PROC SUMMARY generates alf the
summarization data needed by subsequent steps,

Conslider the foflowing sequence of DATA and PROC sleps with
respect to using multiple nvocations of PROC SUMMARY 1o
provide summarization data. .

PROC SUMMARY DATA=INPUT NWAY ;
CLASS X Y3

VAR A:

QUTPUT OUT=SUMMARY:

RUN;

DATA REPORT;
SET SUMMARY:

RUN;

FROC SUMMARY DATA=INPUT MwWAY;
CLASS X ¥;

VAR By

OUTPUT OUT=SUMMARY;

RUN;

PROC CHART DATA=SUMMARY;
VBAR B:
RUN;

Rather than using two separate PROC SUMMARY staps to
provide eummarization Information, both steps can be combined
lo generats the summarlzation in a single PROC SUMMARY step,

PROC SUMMARY DATA=INPUT NWAY
CLASS X Y: :

VAR A B:

OUTPUT OUT=SUMMARY;

RUN;

DATA REPORT:

SET SUMMARY (DROP=8};
RUN;

PROC CHART DATA=SUMMARY;

VBAR B;
RUN;
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Placing data Into a SAS dnta set s most efficlent whén the
minimal amount of Information fe eavad. Annlyze the use of
variables and remove those thal are not neaded In further
processing In subsequant job atrpa. Effective use of the DROP
and KEEP stntements can Improve the petformance of data
accoss and data storage management.

Deats Processing

When processing SAS data set, itis important to reduce the
number of variables that have to bs processed, By reducing the
et of varlables read from a SAS data set, reductions In the
amount of CPU and memory resources utllization can bs gaknod.

. When reading data from external fites using the SAS DATA step
INFILE statement, effective use of the INPUT statement can
provide reductions In CPU utiization, Minimize the number of
fields proceased by the INPUT stntement; this Is most especially
trug with fixed column Input records. It i not necessary to read all
INPUT felds it only one or two are required for processing. This
tachnique may not ba possible with fint style Input where fletds are
separated by delimiting characters, such as the space character.

Assume the following sample data eve contalined in the axternal
fite reference DATA :

12APFLE
15F1
29PEAR

/* Read the data */

DATA;

INFILE DATA;

INFUT A 2. B SCHARS. € 12.;
LEEP A:

RURL:

tn the example above, notice that only variabls A ke saved In the
output data set. The program can be modified o as to eliminate
the INPUT operation for the variable B,

DATA ;

INFILE DATA:
INPUT A 2.3
RUN:

A similar lachniqus can also be applied to applications that
process data kn which tha data records are made up of multiple
record types by mnading only the mintmal ameunt of data to
determine the type of record that is to be procassed.

DATA;
INFILE DATA:
TNPUT TYFE 2.:
IF TYPE = 1| THEN
INFUT NAME $CHAR20, SCORE 5.4
ELTE
IF TYFE = 2 TIEN
INFUT TEAM SCHAR20. RANK 5.,

RUN;
Data Subsetting: IF snd WHERE Statements

Reducing the number of observationa that a step uses for
processing can be a very effective meana of incrensing the
performanca of & job atep. Depanding upon the atyle of data
subsetting Incorporated in a SAS job, the combining of multple
data subsaliing steps can ba very baneficial. The use of the DATA
step subsotting IF and WHERE sintements can reduce the

amount of data processed within a single job step.

There Is & very Impastant distinction between thae subsetiing IF
and the WHERE statement that needs to be noted. The
subsetling IF selects data based vpon the ovaluation of the IF
exprossion, after an observation has been compfately read into
the DATA step program, where as the WHERE statement only
surfaces observations to the DATA step program that meet the
conditons of the WHERE expression. Selacting one technique
over ancther, with respect to performance eonelderations, ls very
difficuit due to the unknown nature of the data and jte
organization. Qenerally, the DATA step subsetting IF Is just as
sfficlent a3 the WHERE statement; however, the WHERE
statement efficlency impaet ean be better reafized by the use of
Indexes on the input data sets.

Dus to the levels i the DATA step environment at which the
subsetting IF and WHERE statements operats, difierencas in the
resulls of BY processing should be noted. ANl data are provided to
& DATA step when tha subsetting IF ls used, and the setting of
the BY varlables FIRST. and LAST. valves {s based upon all
tbservations contained in the data set. With the WHERE
statement, the setling of the BY varlables FIRST. and LAST.
values Is based upon the observations sinfaced by the WHERE
statoment evaluation process,

indexes

As suggested in the discussion of the WHERE statement, the
definition and uze of Indexes on SAS data sefs can provide
slignificant performance improvements in the overall axecution of
a SAS data processing Job. Indexes are used to optimize the
retrioval of data from SAS data sets when a step uses the BY
statoment fo group data together or when WHERE statements or
WHERE exprassions are used to subset the amount of data
procassed from a SAS data set. The DATA step subsetting 1F
currently esnnot use the Information eontalned In Indexes to assist
fts analysls. SQL views usa indexes to optimize the processing of
data table joins or intaractions with other views.

Asfthmetic end Logfe

The evaluation of expressions is the most widely used construet
provided by the SAS DATA step fanguage. When performing
expression avaluation #t Is important that evaluation of common
expressions bo minimized as much as posshble. Common
sxpression evaluation can waste valuable amounts of CPU time.

Similarly, the use of constants rather than constant expressions in
subsequent expression evaluation ¢an also be beneficial to the
performance of & DATA step program. Use of the MACRO
language and MACRO varlables to propagate constants in place
of constant expressions is recommendad, Condense constant
expression as much as possible, sinca the DATA step does
perform imiled constant oxpression evaluation between constants
of an arithmetic operation, though this capability s currently
Nritited untl more spectalized congtant expression evaluation fs
supported, .

For many years, Implicit conversian operations have not been as
efficlent during expression evsluation as one would expact. Ovér
fime, many programmars have found that the use of the
PUTANPUT function was much more efficient at data type
conversion than that provided In normaf expression evaluation,
Recent changes to the DATA step environment hava made the
PUTANPUT technique loss efficient than the impRed conversion
due to code generalion opimization techniques. Current
programs stilf hinction as they do today, but as new applications
are dovelopad, keep this iInformation In mind,
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/* Implled Type Conversions */

DATA;
LEMATH CREY ¢ 10;
RETAIN HKEY 0;

CREY = "1234567000;
HEEY = CKEY:

CREY = NKEY;

RUN;

/% Explicit Type Cohvarglon uging +/
/* INPOT and tUT functions */

DATA;

LENITH CREY $ 10;
RETAIN NEEBY 0;

CREY = '1214567890'
NKEY = INFUT(CREY,10.1%;
CKEY = PUT(NKEY,10.);
Rl

The evaluation of expressiona containing missing vatues Is
generally very expensive due to the requirements of detecting and
reporting missing value exceptions, Some host platforms miust
check each erithmetic oparand for missing values In the
generated code, while other host platiorms are assisted by the
foating point hardware Yo detect and signal the SAS System,
thereby efiminating explich missing vatus checks In the ganerated
code. In elther case, the propagation of missing vatues duting
expression evaluation Is very expensive over afl, As a
programmer, the order In which you spaclfy the evaluation of an
expression ¢an have a significant Inpact upon the cffecta of
missing value propagation. By annlyzing the varfables invelved In
expressions thal have a high probablity of Incurring missing vatue
propagation, one can reorder the exprassion 8o as to move those
variables to the end of the problematic exprassion. By doing a0,
the elfocts of missing value propagation are imited to a amallor
set of axpression evalualion operations,

Assume that the data set DATA contains the varlables A, B, and
G and that missing values are present only In variable A,

DATA;

SFT DATA:

SUM = A s B+ C;
RUN;

In thé exampla above, the addition of variables A and B gonarates
a missing value whenever variable A ks missing. This miasing
value fs propngalted into the addition of C to complete the
expression evaiuation, The evaluation eauses two missing value
exceplions to occur, requiring the DATA step to maintain
information about the location of each exception,

By moving vanlable A later In the evaluation of the oxpreasion, the
number of missing value excaptions fs reduced by ane
oceutrrence. Glven the overhead required to process & missing
value exception, substantial savings in CPU utitzation can be
realized.

DATA;

SET DATA;

SM = B+ C s Ay
RUN;

As with missing valua propagation, exprassion evaluation ordering
ean have a significant impact upon the performance of evalution
within conditional statament axpressions. Recent changes to the
DATA step compftar have Improved the efficlency of evaluation of
conditional atatements fike the IF and DO/WHEN/SELECT

statomonts. These improvements are due to the uiilization of a
tachnique, Boolean short circulting, that reduces the number of
AND and OR expressions that need to be evaluated to dotermine
the TAUE or FALSE condlfions present In theea two statements.
Ordering tho conditions In descending probabifity of occtirence
eliminates the need for further evatuation of expressions within
conditional statements by detecting that the complete conditional
expression & TRUE or FALSE &t the earfiest point of evalution,

Assuma the following frequiencles at which the varlables or
expressions A, B, and C are non zero vahies,

¢ Freg{A) = 10
¢ Fraq{B) = 513
¢ Fraq(C) = 3004

DATA:
IFAl B CTHEN ...

RUN;:

With the example above, more ime s spent evaluating the
conditions for A and B whon the data have a higher probability
that the C veriable or exprossion has a higher number of
occurrences prasent in the data. By changing the order of the IF
condition so that the order of evaluation ls based vpon the
expacted oocurrence of the data, you can improve ovaral
performance of an executing DATA step program.

DATA:
IFCI B! ATHEN ...

RUN;

A simllar programming construet can be used for eonditional
evalution when mutually exclusive condifions oxfst in a SAS DATA
step program. When only one condition can be true for a given
observation, use a series of IF-THEN/ELSE statements or a DO

SELECT group rather than a serles of IF-THEN stalements
without ELSE statements.

" DATA:

SET DATA;

IF X = 1 THEN ...
IF X = 2 THEN ...
IF X = 3 THEN ...
RUN;

DATA:

SET DATA;

IFX =1 THEN ...
ELSE

IF 2 = 2 THEN ...
ELSE

IF X = 3 THEN ...
RUN;

Rather than testing the variable X In each IF statement, it s more
efficiont to change the flow of control of the IF atatement
evaluation to take advantage of the mutually exclusive conditions,
By simply using the ELSE statement with the IF/THEN statement,
additional reductions in CPU utfiization can be realized.
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DATA

SET DATAr

IF X = ! THEN ...
ELSE

IF X = 2 THEN ...

RUN;

The eflective use of the DO loop for many programming
operations ls extremoly Important. Too much evalution within a
loop can be Inefficlent due to the waste of valuable system
resources. Review the contants of a tooping construct o move
constant exprassions or expressions not based upon the lop
control varlablas, whether impficitty or explicitly specified, to
cutsida of the loop control. Equally important Is to order the

evaluation of IF statemants In terms of descending probabitity of
trse within & DO loop,

DATA;
CET UDATA;
oI =17T0MN;

FMIDY;
RUN;

in the example above, the calcuintion of the variable X Is not
Influenced by any vatlable changes during the DO loop execution.
By moving this caleuintion outside of the DO loop, eddittonal CPU
savings can be reafized,

TATA;
SET DATA:
=N+ M
miI=11TN;

C =X * SORT(1),;
EHD:
RUN:

Data Compression

1 disk storags space Is n major eoncern, the vse of data
compression techniques can previda a solution. Shortening of the
fength of data stored can have a greot Impact upon the Incurred
storage coste, The use of the LENQTH statomant canbe the
easiest technique of all. Using the LENGTH statement with
character variables Is simpler than using the LENGTH statement
to speclfy short longthe for numarlc variables because of the host
platform flonting point representntion and the deshed precision of
the result. The restrictions of the varlous host platiorms e
discussed in the "LENQTH Statemant” in Chapter 9, *SAS

Language Statements,” In SAS Langunge: Referencs, Version 6,
First Edition.

Using PROC FOHMAT formate and Informats to encodo shorter
values lar data can be a very effective technique lor data
compression. A similar, but stmpler tachnlaue, Is to stors
numerics as characters. Keap In mind that there 1a a break-sven
point where the stze of the formatted numerle valus wilt be fonger
than that of a numerle varlable with a short length In terms of
physical storage requirsments.

With the iIntrodusction of Version 8 of the SAS Systom, the BASE
/0 engine provides the capabllity for data compression. The data
compression techn!que employad uses run-length compraaston to
reduce consactitive runs of bytos Into & smaller number of data
bytes within an ebservation. This data compression technique, as
do most commonly used methods, roquires additionat CPU and

memory resources to accompiish the management ef the
compressed data.

Views

The use of SAS views can Improve the elficlency, of a SAS step
but, more Importantly, viewa can Increase the avallable
programming resourcas by allowing tha views to be retssed in
multiple appfications. Views can be coded once and then used In
many steps within a single SAS job or by many other SAS jobe.
There are three primary types of views provided by the SAS

" System: SQL, DATA step, and SAS/ACCESS views. For this

discussion, only the SOL and DATA step views are considered,

A SQL view s generally characterized by ite ease of use and
expressive powet of the underlying SGL fanguage upon many
data organization constructions. Many SOL querles can be
accomplished using tho SAS DATA stap, but these querles are
Tkely to be more complex or contaln a large et of distinct
operations that are more efficlently processed by the SQL
environment than by using multiple steps in the DATA step
language.

DATA atep views fit well into the SAS System by allowing
progeammers {o encapsulate existing DATA step code to function
Pke SAS data sets. In most circumstances, the vse of DATA step
views reduces the creation of redundant data by providing the
data upon demand. The Importance of DATA step views s that
the view Inherits the full power of the SAS data step language to
retilove data from other SAS data sets, SAS viows, external Rlas,
or to dynamieally ganerate it. Whether the performance
tharactoristies of DATA step views ls the same or greater than
thet of other SAS data views Is highly dependent upon the exact
nature of the step reading te view, the options specilied for the
ttep and the mothods in which the referenced view obiaing or
generates fts data. Al WHERE exprossion evaluation Is handlad
in the DATA step view rather than In the SAS #O Engine
Supervisor, thersby reducing the overhead of data movement
between the DATA step view and the SAS 1O Engine Supervisor.
Improvements to the management of the views execution
environment have also besn made to reduce the Impact upon
systomn resotrces,

Stered Programs

The uze of stored programe can alse provida benefits to
epplication developers by eliminating compfle ime overhead of
the DATA step program, because the stored program does not
have to be recomplied each time it Ie Invoked In & SAS job. Stored
pragrams can ba compliod outside of the environment whera it is
irsed, and a single stored program can be tsed by many SAS
data processing applications. As a side hote, DATA step stored
programs are used to implament the support for DATA step views.

Arrays

Effective use of DATA step arrays can provide a small
Improvement in overall efficlency when they are used In & DATA
step progrant, A DATA step array is not a physical aray of data
but a logleal mapping over a set of varlables defined within the
step. To assist the DATA step compller In providing efficlent
support of array references, It fs fmportant that no two arrays
share the same varlables. The reason for this Is the technique
employed to galn access for reading and updating the values
referenced by the array. When one or more variables Is shared
betweon arrays, more time ks required to navigate to the actuat
storage locations of the data,
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DATA

ARRAY A Al-AS;

ARRAY AB Al-AS B1-B5: /* Array containg elemente */
/* frem the array A 7

RUN;

As with array elament sharing, the same effects sre encountered
if the array containa both retained and unretained varlables, or in
the case of character vartables I elements of the arrays e of
ditierent length. Access costs fo elements are Incrensed, bacauss
af the efements cannot be contiguously aflacated and must be

spread out in memory, thereby efiminating contiguous element
access for reading and updating.

DATA:

LEMOTH A1-AS § 10 BI-BS 420,

RETAIN Bl-R%5;

ARRAY AR AL-AS Bi-RSp /* Array contalne elemente */
/* with ditferent sizag andt/
/* mixed retained and 7
/* unretatned variables */

RUN;

If the purpose of arrays Is fo ealculate Inlormation, and the resuft
of the calculation sfiminates the nred for the values of the array
elements to be saved, the use of _TEMPORARY__ siyle arrays la
recommended. _TEMPORARY_ arrays do not tequira varlables to

ba defined or managrd bul provids the data storage fo contaln the
array elements during array accessing and evaluation,

1 s highly recommended to reduca or ellminate the use of the
array of arrays construct that many older SAS programe may
conlain. An example of the array of arrays construet Is as folflows:

DATA:
ARRAY A{J) Al-Al0:
ARRAY Bi{J) BI-R10;
ARRAY AH{1) A B;
t=1!T0 2

mJ=11T0 lo'
AR =} * Oy
ENty;
END;

This old form of atray proceasing Is vary expensive to use dus to
the requirements of the Implamentation to support it. Accose to
the array elements eannol be ganeratnd as in-ine code but must
use external function calts to navigate threugh complex dats
structures o gain access lo the undarlying data,

The array of arrays example can ba converted to use explicltly
subscripted arrays to provide befter performance characteristics,

DATA;
ARRAY AR(2,10) ARL-AB20; or ARRAY AB(2,10);
et =1 TO?2:;
Do =110 10
AB{2,10] =X * J;
END;
ENU;

SAS CONTROLLED EFFICIENCIES

In this section, informalion Is presentert deseribing the
Involvement of the SAS System componants that assist in the
efficlency of SAS program oxscution. The SAS Systom has been
modifled hoavily eince ita first introduction te be es oificlent as

possible, white at the same time baing able to provide a very
tobust sot of foatures and functionafities,

SAS Data Sois

The Y/O Engine Supervisor and BASE engines have been
modified to provide better management of the data storage
strctures, thereby reducing the overhead necessary to maintaln
user data. In pre-Versfon € systems, the overhaad to manage a
single observation was 4 bytes. When the Initial Verston 6 of the
SAS System was introduced, this overhead increased by a factor

"of 3 to 12 byles. With this substantial everhead Increase,

significant performance problems In terms of CPU, 10, and disk
slorage were encountered and reported by many SAS sites. With
Releaso 6.07 of the SAS System, the new lean file format for SAS
data sots was Introduced, significantly reducing the management
overhead of each observation ta a single bit.

Addltioral algorithmie changes have also made significant strides
In the reduction of CPU and 1/O resource utfizatlon when
accessing data sets soquentially, The technlque of fast pathing
reduces the CPU overhead to galn accoss 1o an obsarvation
within & SAS data set. With fast pathing, access to the
observation Is handled by reading a pags from the data set and
roturning the first ocbsarvation out of the data page, with
subsequent observation accesses just incrementing pointers into
the data page until the number of observations contalned within
the page Is exhausted. Additional observations are retrleved by
reading the next data page and continting the pointer
manipulation process.

Changes to the compression algorithms end 1o the number of
buffers and thelr corresponding buffor slzes also contrfbute to
greater efficlancy of SAS data set VO, Better cholces for thess
velues were datermined and installed as part of the BASE 10
engine with the Introduction of Releass 6.07 of the SAS System.
The algorithm used for observation compression was optimized to
teduce the CPU resources utilized during both the compression
and decompression operations,

Externat Fils VO

As with the optimization of the SAS data sets, the fast pathing
slgorithm has been applied to the access of data to and from
external fites. in fact, the fast pathing technique was first
Introduced In the external file /O support and tater ncorporated
Inta the SAS 1/0 engins architacture. This support is most
noticeable when using the DATA step FILE and INFILE
stalaments to accese data from extomnal fles.

The INPUT and PUT statement support for column O operations
fs now generated in-line as much as possible to reduce CPU
resource utifization,

DATA
INPUT @10 X 2. @X ¥ 5. +Y 2 3.

RUN;
informate, Formats, Funciions, and Subroutines

A great deal of #ime has bsen spent In analyzing the performance
of these system lavel components In an effort to Increase their
sificlency. Special attention was given to the converslon type
formate and informats, due to their use by other formats and
informats within the system. Over 100 formats and Informats wera
Improved through the incorporation of changes Mentified during
the performance analysls process. On averago, batween 300% to
400% In performance improvement gains have boen measyred.
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The use of functions by SAS eppliention davelopers le the
mainstay of many spplications. Specia! attantion has bean given
to the most commonly uaed functions provided by the SAS
System. Modifications to the identifind funetions and subroutines
reafized a net gain of improvement to over 85 functions when
compared to Release €.08 of the SAS System and a net gain to
over 50 functions when compared to Ralease 8. 18 of the SAS
System. ’

Missing Valus Detaction

As previously discussed In the user controfad olfficiency soction,
the ordering of missing value propagation within a SAS
exprassion can have a significant impnet upon tha vifization of
CPU resotirces. Addiflonal system lovel changes have assistad In
Improving the detection and manngement of misaing vafue
dataction, propagation, and reporting. The DATA stop algotlthm
for missing value tracking has bann greatly Improved by
ganerating different In-Ine code nformation to provide immadiate
racking informatien rather than Using saarch algorithms to
determing the focafion of miesing valye exceptions. These
changes have improved the precessing of miasing value
ekcoplions by 50%. The use of tha ERRORBLOCK data step
option ¢an also provide performance gains by lntting the DATA
step tiack missing value exceptions on complete expression
boundary rather than at the subaypression boundary within an
expression,

IF Statements - Boolean Expression

The DATA step has also seen significnnt improvements in the
area of Boolean expression handling by incorporating the
optimization technique of Booloan shart clreuiting. This change
Impacts applications when multiple condifonal expressions are
found togather In an IF or DOWHEN/SELECT statemant where
OR or AND operatars are used. An example of such a construct ls
shown In the fakowing statement:

IF VARL OR VARZ OR VAR) OR VARM THEN
FUT 'One of thege ia true’;

The idea bahind Boolean short clreuiting Is to eliminate redundant
expression evaluation rs early as pogefble diring the evaluation
of the IF condition. The programmer ean improve the parformance
of an application that contring this slyle of IF conditional logle by
ensuring the ordering of the AND end OR exprossions procaeds
from a high to low probabiiity of occurrence.

Subexpressione contalnad within the IF eonditional logle that
exhiblt side eflects pravant the Boolsan ckculing of conditional
Iagic. A aidn effact, with respact to SAS exprassions, ls
characterized by expression avalitations that miset be evaluated
completely fom ona fteration to e next and the evaluation
cannot be short-chreulted. In the SAS DATA stop it s oxpociad
that spacific functions within an axpression are always executed
regardiess of the potentint for optimization. Specifically, the
random number functions and aystem lavel functions are
dasignaled to be functions that produce side affects,

IF x ~ S AND RANUNI (0} < .5 THEN ...

The RANUNKO) function ereatns a side effect that requires #t lo ba
execuled every time to ensure that the random number siream Is
generated In the same order as expectad, -

Code Generation Optimizations
Code genoration oplimizations of the DATA stop comptier are

continually Identified and placed Into service. Those changes
provide for smaller generated machine code programs or

complied programs and batter uthization of machine resources,

Explicitly subsetipted arrays within the DATA step have also been
oplimized. This optimization ls especlatly apparent when the
subscript Iz a constant value. In these cases, the array references
ere pre-evaluated when the DATA step program Is complled,
ylelding CPU use that Is roughly one-third what was used In
Release 5.18 of the SAS Systam. Also, new with Version 6 of the
SAS System Iz DATA step support for mutidimensional explicity

subscripted arrays,

Usa of implieitly subscripted arrays Is not recommended as thek
performance characteristics were not improved and they tend to
use much mora CPU resources than explicity subscripted arrays.

Even simpla DO loops have been optimized. AN three forms of
loops (Herative, WHILE, UNTIL) exhibit improvements in CPU
utifization. Although it would require an enormous number of loop
Norations to achieve a noticaable change In an appfication,
Improvements to this araa exemplityes the effort given to
decreating the CPU requirements within the DATA step.

In many cases, bit sting testing is now generated by the DATA
step compller rather than using a function cafl 1o do the test. This
change applles to single character tests as well as numerle value
tests. Unfortunately, the use of bit string tosting on character
strings with a fength greater than ono stifl exhibits a degradation In
performance.

In the mainframs environment, a technique that was used to
enhance the performance of tha DATA step was the use of
routines that do not require dynamic save areas (DSAs). These
routines are mors efficlent because they do not requirs save
aroas to bo acquired when they start or froed when they
terrrinate. In erder to make some routines not require a DSA, they
often had to be modified such that called routines wers relocated
Into higher level routines and, In some cases, use of momatic
storage had to be reduced. Scurce code modifications were also
made in some cases to bring small functions In-fne rather than
cafling them at al. Also, In the mainframe environment, many of
the spoelafized functions were optimized. These Improvements
cama In the form of reduced path tength for the most common
uses, better use of the avallable Instruction set, and removaf of
dupficate validation checks.

There have been additiona opfimizations o the DATA step
complier when actual machine instrucions are gencrated:

¢ Changes In code generation produces smaflor programs.
® Less CPU overhead s Incurred during code generation.

¢ Complle me memory was significantly reduced when Internal
fabel descriptors were tsed.

¢ SUM, LAG, and DIF functions are now generated in-lina.

® Numerle-to-character and character-to-numerle converstons
are now generated In-fine. A performance penalty f Incutred
when using PUTANPUT functions to perform type convorsions,

In future releases, more and more DATA step operations will ba
performed In the gonerated machine coda,
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ADDITIONAL PERFORMANCE INFORMATION

There aro alse numarous tuning eplions (both SAS System
options and DATA step options) hat con be used to adjust the
paslormancs characleristies of the DATA step. The use of the
DATA step options should enly ba spaciied in completely lasted
production applicafions 30 as t efiminate the possibity that &
eoding or laglc prablam In an apphication program does not cavse
internal data corruplion within unprotected areas of the program
execttion environment. A brisf st ol soma of thesa options
folows:

System Options

BUFNO= Changos the number of bulfers affocated for
A given data ¢ot. Primnifly used for sequential
10 to accommaodata look-shead 10
operations,

BUFOBS= Determines the SAS dntn anf buffer size
tased upon the number of observations
requested to be placed within a single butier,

BUFSIZE= Set the buffer size for a given SAS data set.

COMPRESS= Specifias whather observations written to the

* datn set are comprossed. Understand the
cosls before atiempling to vse this option.

HEUSE= Aeyse space lrom deleted observations In a
SAS data set,

DATA step oplions

ERRORBLOCK  Tiack oxprassion errors across the complote
exprassion rathar than at tha subexpression
fevel, '

HOMISS Do not gonerata code to check for missing
values, On machine architectures where
missing value datection Is handled by the
hardware, any missing valus exception wit
cause an abend of the DATA step program

executing,

NOSTMTID Do not generate code or support memory to
keep track of error locations,

HOSUBCHK Do not generate code to datect aray

subseripfing etrors. Programmers need to be
very earefisl when using this oplion bn that
undstecled subseripting operations could
overwrite memory outside of the array,

DATA stop oplions ean bs spacifiod by following the DATA
statemant with 8 / {forward stash) foltowed by the option names,
as for example:

DATA TESTOPT/HOSTMTID NOSURCHK;:

CONCLUSION

This paper has briefly deacribod some techniques for the SAS
programmer {o usa or thal the SAS Systom uses to sselst In the
development of eificlent DATA step programs. Information was
presented that a programmer ¢an usa to davslop DATA step
programs to obtoin the most optimat patisrmance characterlsties
possibie. Information was alse presentnd on how the SAS Systom
* providas additlonal assistance to ensure that those programs can
be oxacuted kv the most elficient manner, in the quest o obtain

the highest prograrmming efficlency and Rte desired offect —
performance — both the programmer and the SAS System must
work together to achiave this uitimate gos.

A final note: SAS Institute Is dedicated to producing software
products that are of the highest quality and efficlency. f you are
aware of specific problems with parformance of the SAS System,
please do not hesitate to bring this to our attention so that
appropriate action can bo taken for future product releases.
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