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ABSTRACT

Accoss to data from the SAS?® Systam la constantly being
axpandad and enhanced. In the last year, features have been
released that allow transparent access to remote data on
machines with different machine architectures (called remote
fibrary services). A naw feature in development will OPEN access
to SAS Data for non-SAS applications (such as Microsoft Word)
which utilize the ODBC APl in a Windows shvironment.

These new fealuras are buift on a modular system architecture
that often provides more than one way to accomplish a gliven
distributed dala access task. To choose thae bast method, it Is
advantagsous to understand tha procassing performed by the
components of Mullipla Engine Architecture. Future
enhancemanta for remote and open data access are also
dependant on this architectwe,

This paper Infroducas the now featuros but concentrates on the
architecture and it's Implamentation. If you simply want to know
how to use the features, read the introduction and selacted
referencas at the end of this paper. If your interest extends to
optimizations and processing details, you shoukd find the body of
this paper informative.

Readers are also encouraged to also read the paper by Cheryl
Garner and Stephanie Reinard, “The SAS® System: A Complete
Client/Server Solution®. That papsr compares and contrasts
ramote library services to other client/server features of the SAS
System. For many SAS applications, these other features may
provide enhanced performance.

INTRODUCTION - What’s new?

The new features and their functionality Is overviewed in this
‘INTRODUCTION". A better understanding of the features will be
gained as the architecture of the system and its components is
explored in the next part of the paper, “ODBC and Muliple Engine
Architecture Basles®. Techniquas for optimizing distributed data
accass are primarily coverad in *Accessing Distributed Data from
Multiple Sourcas®.

Remole Library Services

Remota Library Services allows a SAS program to access a SAS
data fibrary on another machine as if the data library were on the
local machine. The program accesses the data library through a
SAS server on the remots machine.

To access a remots library, the SAS program simply executes the
LIBNAME statement i would use on the remote machine with an
additional option which specifies the name of the server on the
remots machine:

LIENAME xyz 'physical-library-name’ SERVER=server_name;

SAS files in the remole Hbrary can now be manipulated by SAS
programs on the local machine.

Remote ibrary accass has baen available through the
SAS/SHARE® prociuct for many years, but server access was
rostricted to SAS programs running on the same machine
architacture. For example, a SAS program on one MVS machine
could access a SAS data library through a server on another MVS
machine. Since 6.07, the SAS program or server could execute
on MV$ while the other executed on CMS because both MVS and
CMS execute on the same IBM® 370 machine architecture.

In the fall of 1993, experimental code was released which allowed
access betwesn a SAS program executing on one machine
architectire and a setver running on another architecture. For
example, a Windows SAS program could access a library on a
MVS server. This cross-machine architecture capabiity has been
enhanced and is now production with the 3rd malntenance
raleass of 6.08 and the first maintenance release of 6.09.

Whan accessing a data fbrary through a server on a different
machine architecture, only SAS data sets may be read and
written. SAS catalogs and utility fites can not be read and
converied to ancther machine architecture by remots fibrary
sarvices. Note that SAS views, including SAS/ACCESS® views of
DBMS tables, are a type of SAS data set, s0 DEMS tables on
remots machines can also be accessed through a server on a
different machine architecture. This will be more apparent as we
discuss the architacture later.

Open Access to SAS Data

Soma usars have desired the ability to access SAS data from
other programming languages and tools for a numbar of years.
Developing a proprietary interface for each of these languages
and tools has not baen high priority at the Institute bacause of the
volume of interfaces and relatively small market addressad by
each individual interface.

SAS Institute has been interested in the open standards work for
database access and are members of the SQL Access Group
{SAG). We believe that open standards for data access are the
only cost effective way (for the Insfitute and lis customers) to
allow other programming languages and vendor products to
interoperate with SAS data. The SAG Call Level Interface
{SAG-CLI) specification and It's derivatives ara the most
promising standards for our use at this time.

Several years ago, Microsoft modified and enhancad an early
draft of of the SAG-CLI and Incorporated it in their Windows Open
Systems Architecture (WOSA) as the Open Database
Connectivity (ODBC) interface. This is the first commercially
avallable, standard implementation with significant markst
penetration and independent Software Vendor {(ISV) support.
(We'll see later that the ODBC implementation In Windows is very
similar to the 8AS Multiple Engine Architecture.) Many Windows

204 Client Server

Proceedings of MWSUG '94



applications and application tools such as Microsoft Word, Visual
Basgic, and the SAS Systam iself can utiize ODBC to access data
in other DBMS systoms.

An ODBC driver to accoss SAS data from ODBC applications i
avaliable with release 6,10 of SAS for Windows. This driver
communicaios with & SAS server to access SAS data. The server
may execute on the sama machine, a remote machine with the
same machine architectiure, of & remote machine with a different
machine architachura. So, a Micresolt Word document (or other
ODBC application) running on Windows 3.1 or Windows NT will
be able to accoss SAS data oh MVS (or on any machine in the
network including mainframes, minis, and workstations.)

Expanded Use of SQL Passthru

In order to fully implement the features above, we have expanded
the use of SQL Passthru. Originally, SQL Passthru was designed
to allow the SQL processor in the SAS system to accept SQL
statoments with the syntax of other DBMS systems and send
those statements directly to the DBMS for execution. For
examplea, PROC SQL can send SQL statements directly to a
DB2® server for execution.

With remote library services, it is desirable for the SQL processor
to be able to send a SQL. statement through a remote SAS server
to & DBMS system on the remote machine. That feature is
avaliable with the with the 3rd maintenance release of 6.08 and
the first maintonance release of 6.09.

The SAG-CLI and ODBC standards for open accass to data are
based on the SQIL fanguage. The SAS SQi. processor has been
enhanced to accept SAS SQL statements through the same
interface that it uses to pass DBMS SOL. stataments to a DBMS.
Cther modules have bean added to accept the ODBC API,
convert it to appropriate SAS SOL. stalements, and send it to the
SAS SQL processor for execution through this passthru API. That
architechure will be explored further below,

ODBC and Multiple Engine Architecture Basics

1t is iInterasting to compare and contrast the ODBC and Multiple
Engine Architoctures. This section overviews the architectures
and highlights thelr simitarities and differences.

Architecture Layers

Figura 1 fustrates the basic components of ODBC and MEA.

An ODBC application calts ODBC functions in the driver manager
to submit SOL stataments and recelve results. The driver
manager loads and transfers calls to the appropriate driver. The
deivor processes the ODBC function calls and transiates them into
the necessary function calls or actions to access a data source.
The data source is the data that the application wants to access
along with any operating system, database server, and
communications software used to access the data.

SAS applications are composad among other things of
procodures, DATA steps, and SCL code. Thesa application
components in tum access SAS data sets by calling routines in
the engine supenvisor. Depending on the type of SAS data
source, the engine supervisor loads and calls an appropriate
engine ta access the data source. In figure 0 a lape data source
and disk data source are depicted. Many other data source types
are possible as we will ses.
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Application Programming Interfaces (API)

The Application Programming Interfaces really define the data
modef and methods bo access data available to application
programs from QDBC drivers or SAS engines. A full description of
the APF's Is beyond the scape of this paper.

Bacausa different data sources are capable of providing different
functionality, not all drlvers and engines provide the complete
functionality of the API's. In both architectures, a part of the AP|
are informational interfaces which the application can use to query

" the driver and engines about their conformance or support for

other AP| functions.
0DBC AF1

As stated in the infroduction, the ODBC interface baetween the
application and the ODBC manager and driver ks based on the
$SQOL language. This includes routines to:

® connect to a DBMS,

« cbtain descriptions of the tables and columns available,
® execute SQL statements,

e ralrieve resulls,

@ disconnect from a DBMS.

The interface batween the ODBC manager and the driver is
almost the complete ODBC API. The primary purpose of the
manager is to load the appropriate driver for a data source. It
doas provide soma initlalization services and validates
paramaters and sequancing for application QDBC calls.

SAS APt

The API beiween the application components and the engine
supervisor for SAS data set access includes both navigafional and
SO set basad interfaces.

The navigationat interface includes routines to:
® open a SAS dala set,

® obialn descriptions of the variablas {columns) and indexes If
any,

* read, update, or add records (rows or observations),
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# foich of roplace variable values in the record buffer,

e rastrict access to records qusiified by a where clause,

® position data set or index to a parficular record or key value,
* close the SAS data set.

The navigational interface batween the engine supervisor and the
engine is a subsat of SAS data set functionality. Common
services in the engine supervisor removes the requirement to
duplicata all functionality in each engine. In particular, routines to
felch and roplace variable values in record buffers are common
satvices and not passed to each engine. instead, the engine
transfors records between the engine supervisor and the data
soures.

Soma functions may be executed by common services in the
angine suparvisor or by the engine. The engine and engine
aupervisor shake hands and give the processing to the engine if it
can optimize the processing. For example, restricting access to
records quelifiad by a where ¢lause may be performed by the
engine. Common services In the engine suparvisor are used if the
sngine doses not support WHERE clause pracessing.

The SQL sel interfaces are similer to dynamic SQL and the ODBC
AP! and Is referred to as the SQL passthru AP since the
application is really communicating directly with the engine.
Passthru interfaces are provided to:

# connect to a DBMS,

e propare, describe, and open SQL SELECT statements,
* oxecute other SQL statements,

® rotriave rasults,

* disconnect from a DBMS.

Driver and Engine Classifications

Ifs convenient to classify drivers and enginas into several groups
that share similar atiributes. Figure 2 shows basic driver and

engine typas:
® single-fer and multiple-tar drivers,

® native, view, and ramota enginas.

Single-tier Drivers and Natlve Engines

Single-tier drivars and native engines are simliar in that they each
diractly access the data files assoclatod with the data scurcea.
They each contain the logic to procass the API requests through
operating system functions o access the appropriate data files,
extracling the corract data, and delivering the raquested rasults.
While the operating system may usa file server technology to
siore the files on a different machine, we assums the files are
storad on the machine where the engine executes and do not
consider that a form of remote access in this paper.

Single-tier drivers process SQL requests which are frequenty
restricted to single table access. They generally map to simple yet
populer PC file formats such as DIF, WKS, DBF.

_ Native engines process navigational requests for data that Is

stored in a SAS system defined format. The most important native
engine in any release is the BASE {or current version) engine. It
implements &l the fult functionality of the current release SAS
dala set model In the most optimal manner for disk access.
Compatibility enginas support back release formats of the BASE
engina. Sequential engines store SAS data sels on sequential
access media such as tape. The transport engine stores SAS
data sets In a format that can be read by another machine type.
Only the BASE engine is guaranteed to directly support all the
functionadity of the current SAS data set model.

Muttiple-tier Drivers and other SAS Engines

Multiple-tisr crivers are similar to the remote engine and
SAS/ACCESS engines In that they senci requests to another
process called a server for processing. The seirver process may
exectite on the sams machine as the application or on a differant
machine,

The multiple-tier driver simply converts the ODBC functions to the
appropilate APl functions calls for the data source. The data
source Is then responsible for communicating the requesttoa
database server and returning the resufts.

SAS Engine and SAS Driver Processing

This saction discusses the actual procassing of SAS engines and
the SAS/ODBC Driver. While it Is not necessary to know this
material in order to use the sngines or driver, it s usehul when
discussing the optimizations for accessing data from multiple
sources.

View Engine Processing

Views are a type of SAS data sst which are materialized from -
other data sources based on descriptions of the other data or
procassing instructions which are stored In a VIEW fils. A VIEW
file Is processed by a particular view engine to materialize the
SAS data set It represents.
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Common processing of view engines Is depicted in figure 3.

View Processing

Visw Flse siored In native Korery
contain data descriplions o Instructions.
Engine Supervicor:
epare View flo,
reads header recond,
loads and calls View Engine.
View Engine:
mads deacriptions or Instructions,
scoesses other data sources,
. malorieies SAS data reccrde.

Figure 3

The application requests that the engine supervisor open a SAS
data set with a particular name in a fibrary that is accessed by a
nalive engine.

The sngine supervisor determinas that the nams references a file
of typa VIEW instead of typse DATA. It calls the native engine to
open the view file and read the view headar record. The header
record contalns the name of the engine that processes this view.
The supervisor lnads and calls the view engine to complete
opening the SAS data sst. The view engine reads data
dascriptions or instructions from the view file and closes it. it
opens cother data sources to complete the open processing.

All subsequent access to the open SAS data set is passed to the
view engine. It accasses data from the other data sources and
malerializes SAS data records for the engine supenvisor.

In the remalning discusslons of view engines, access to the VIEW
file Is Ignored axcept whara it plays a particular role in remote
Bacoass.

In this paper, the term logle engine s infroduced to refer to view
engines that programmatically access data in other sources
according to stored program logic In a VIEW file. Figure 4 depicts
and describes the two logic engings in the SAS System today,

Logic Engines

QL View Engine
Vs = stoned 801, quey
Engire = BOL iprocewsor with engine AP
Salacts, fhors, joine, endior surrrnrizss daie
from one or more SAS dels sets
DATA Step View Engine
View = stored DATA sieo program
Engine = DATA sisp procassor with sngine AP
Emscules ey DATA siep icgic reading and wilhg
wtamal Nes ancor BAS clata nets

Figure 4

Tha SQL view engine processes stored SQL. queries fo selact,
filter, join, and summarize data from one or morae other SAS data
sots. The DATA stap view engine processes stored DATA step
programs which read and write data from either axtemnal files or
SAS data sels. In both cases, the engine processor is a
programmable component of the SAS system that Is normalty
executed as an application and accesses SAS data sets through
the angine supervisor. Figure 4 deplcts that these processors siifl
accoss other SAS data sels through calls back to the sngine

supervisor.

1t is worth noting that the SQL pracessor will itself determine if
some of the raferencod SAS data sets are SQL VIEW files. In this
case, the SQL processor Heratively reads in all referenced SQL
VIEW files. It then transforms the combined SQL SELECT
statement into an optimized access strategy. In version 6, it does
not retransform and optimize the SELECT statement if an
additional WHERE c¢lause is specified after this initial optimization
when the view ls opened. These additional WHERE clauses are
traated as filters of records that are returned by the original
access strategy, In some casas this is optimal but in others a
retransformation would significantly optimize a join strategy. You
can force the WHERE clause to be used by defining a naw view
which applies the WHERE clausa o the original view.

The DATA step view engine does not optimize access according
to WHERE clauses specified for a view. The engine supervisor
always filters the records that are retumed from the DATA step
view.

SAS/ACCESS engines are usad to accass data in other formats.
In most cases, the data Is formatied by a DBMS and the engine
uses the DBMS to acoass the data as depicted in figure 5.

SAS/ACCESS Engines

View describes dala in other
erets sy 0BUSY | RIS
Engine converts Engine AP | Server
1o DBMS funclion calls

Dot Acoses
access the database |

— Some ACCESS sngincs read | ﬁﬁ
MSMCES{ERE1- —  and wits oher formata :
|
|

Figure 5

The view file itself contalns dascriptions of tha data that is in the
DBMS tabla. The engine converts requests to access racords
from the engine supervisor to the appropriate DBMS system
function cafls. The DBMS function calls usually cornmunicate the
request with a DBMS server io access the database. Racord data
(rows) are returned through the DEMS functions to the engine,
angine supervisor, and application program.
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Reamotle Enylﬁa Processing

The remota engine Is used to access SAS files through a SAS
server for one of two reasons:

® to share update access to the SAS file with other SAS
programs reading of updating the same file,

* {p access a SAS file on a remote machine where the server is
executing,

As depicted In figure 6, the remots engine communicates the
engine function request to a mirror task for the user in the setver.
The mirror task calls the real engine to access the data,

E_ Remote Engine <-~> Serer

Procedures SAS Server | RLE. passes Engine AP|
end / or _ 1o Miror Task In Server
DATA ] M calls roal engine
Engine Suparvisor i
I Carmm Opiimizations:
: Where Fiter In Server
[ramoe) | MOBing
Engine -~/
SAS/SHARE Server
appors usNe
SAS Formatted e
Data Library
Flgure 8

Accessing a SAS file through a server is always slower than
direclly aceassing the file because of the extra coda to
communicate the request and pass it to the engine in the server.
The response me cost of this communication increases whan the
sorver is executing on a different machine than the application
program and varies amongst differant communications protocols
end network topologies. Oplimizing the communications costs Is
assential in remote data acceas applications.

The remote engine does optimize access ime by reducing the
number of communications botween the ramota angine and the
server. Not all engine calls result in calls to the server. i tha call is
raquesting descriptive information retrieved when the SAS fita is
opened, no new communications are required. In addition, the
sarver returns information about each record with the retrieval
call. It returns multiple records in one call for sequential input
access (and for random Input access if the TOBSNO= option was
gpecified). Subsequent requests for Information or records which
the remots engine already has in it's control blocks or buffers, do
not result in communications to the server,

The application program or user can alse recuce the number of
communications by utilizing WHERE processing. The remots
engine always telfs the sngine supervisor that it can optimize
WHERE processing and passss the WHERE clauses to the
setver. The server then shakes hands with the real engine to
determine If the engine or the server will qualify records with the
WHERE clause. In sither cass, only records that qualify are ever
sent back across the communications fink to the remote engine.

As stated in the Infroduction, the remote engine and server were
required o execute on the same machine architecture unfil
exparimental code was reloased in the fall of 1993, That
rastriction has now been fifted for SAS data sot aceass, The

remote engine and server now transfer information on each others
architecture when communications are established. If the
architectures differ, machine code is generated to translate the
data streams with the following priorities:

1. the remote angine assumes responsibllity (ranslates directly
to end from the servar rapresentation} # it can,

2. the server assumes raesponsibility (fransiates directly to and
from the remote engine representation) #f it can,

3. they share responsibility (each side transiates fo and from a
transport format).

Only those places of data which need o be' translated are
transiated. By generating machine code, the fastest transiation
path length Is produced.

SAS ODBC Driver Processing

ODBC application access to SAS data is deplcted in figure 7. if's
easy fo see that the SAS ODBC driver Is a multiple-tier driver. The
data source components of tha SAS implemeantation consist of a
SAS sarver accessed through a Remote Engine Emulator and
Communications Access Mathod Emulators.

g, ODBC Access lo SAS Data

SAS Server

0DBC

Figure 7

Tha SAS QDBC driver converls the ODBC AP 1o the passthru
APi and calis the remote engine smulator. The remole engine
emufator formulates the correct communications messages and
calls the appropriate communicaticns access method emuiator to
send the requast to the SAS server and recoive the response. In
the SAS server, the communications and requests fook almost
identical to requests from a SAS application using the passthru
APL. The request is passed to the Passthru APl of the SQL
procassor in the SQL engine. It then processes the SQL query o
statornent as it would from any other source. The results ere
returned from the server through the emulators to the driver.
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Accessing Distributed Data from Multiple Sources

Multiple Engine Architecture and the many engines in the 5AS
system make it possible to access data from multiple sources in
many different ways. Wa must first undarstand ways to merge or
join data from multiple sour¢es in a non-distributed environment
before we can fully disouss the distributed case.

Jolning/Merging Data In a Single SAS session

Two cases of Interest are joining SAS data with DBMS data and
Joining DBMS data with DBMS data,

Jolning SAS Data with DEMS Data

A bogie engine can ba used to joln or merge data from muttiple
SAS data sets. Some of the SAS data sets may themselves be
SAS/ACCESS views of DBMS data. Figure 8 Hustrates a logie
engine accessing data from a native engine SAS dataflle anda
SAS/ACCESS view of a DBMS table.

Liglo Ergihe;
Opene each dals wet
Rodcts and manipudaies - DBMS
secorde from dete sels
Crevine requastd recont ( Sewa
o Segine mparvecr :
: Daia Acoues
| .
|
]
H DBMS
__________ 4 Log
Figtre 6 .

An SQL view simply references the SAS data file and the
SAS/ACCESS view as the SAS data sets In the FROM clausa of
the SELECT statement (and spocifies the proper joining
conditions In the WHERE clauss).

A DATA step view might elther:

® reference the SAS dala file and the SAS/ACCESS view ina
MERGE statement with a BY statement to specify the merging
criteria, or

¢ programmatically access data from sach source through
multiple SET stalements.

Itis worth nofing that the DATA step processor in MERGE
processing with a BY statement wilt send WHERE statements o
the SAS/ACCESS engine and DBMS server to salact rows that
match particutar BY group values read from the SAS data file.
This may be more oplimal than reading all rows from the table
when there are fow BY groups in the SAS data file, lots of rows in
the DEMS table, and the DBMS table has an Index on the BY
variables. It may be less oplimal in other cases.

The SQL pracessor will use indexes fo oplimize Join processing,
but the SAS/ACCESS engines In version 6 can not surface fyli
index precessing like the BASE engine. This means that the SQL
processor cannot optimize access with knowladge of DBMS

Indexes in version 6.
Jolning DBMS Data with DBMS Data

Logic engines are an effective solution for Joining or merging data
from two or mora SAS/ACCESS views of database tables when:

¢ the database tables are In different servers, or
» the sarver ean not duplicate the program logic in the view.

As dapicted in figure 9, iwo saparate and independent opens of
DBMS tables results from a logic view acocassing two
SAS/ACCESS viaws.

Joining DBMS data and DBMS data

Uss Logic Engine when:
Thbiles In Mforent sorvers,
Do NOT e for SOL joine that H Server
can ba processed by DBIME “
Aoratives: 1]
Dofe View in DAMZ, l: Daca Access
Lno BOL PASSTHRY :1
{
Al hy
| l
|| 1 DBMS
]l _________ ‘ | MW
Sy a Log
Figure 9

The SQL view engine and DATA step view enginas behave in the
same manner &5 whan joining SAS data files with SAS/ACCESS
views which was describad above.

if the view logic is an SQL. join of database tablas which can be
processed by the DBMS server, then it Is usually far more efficient
to allow the DBMS to pracess the join than to bring all the data
back to a logic engine In the SAS system to process the join. This
is consistent with a genaral optimization rule for remote data
accass that says: ‘Mova data selection and manipulation logic as
close o the data sources as possible.”

Thera are two possible ways to get the DBMS server to process
an SQL join, One way is to define a view In the DBMS itself that
joins the base tables, In this cass, a single SAS/ACCESS view
that describes the view of the joined DEMS tables can be
accessad without an intervening fogic engine in the SAS sesslon.
However, there I8 overhead to defining a view in a DBMS which
you may not want o Incur for & one time join strategy. You may
also find you are not allowed to define DBMS views in the server.
For these casas, you should uss the passthru facllity of SAS SQL

depicted in figure 10,
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————————— tog
Figure 10

The SQL pracessor sends stataments in the DBMS’s dialoct of
the SOL language directly to the DEMS sarver through the
passthru APl in the SAS/ACCESS engine.

To establish a connection diracty with the DBMS, you lssue a
connect stalement to the SQL procassor to specifying the
SAS/ACCESS engine name and explicit DBMS options in
parenthases, For example:

CONNECT TO DB2 (SSID=DB2T))

Oncs you have a connection, you can pass DEMS syntaxed
SELECT statements to the DBMS by endlosing them in ()’s and
preceding them with SELECT * FROM CONNECTION TO dbms.
For example: . .

SBLECT * PROM CONNRCTION TO DB2
(9ELECT NAMB, COLCOUNT
FROM SYSIEM.SYSTABLES
WHERE CREATOR=’MYAUTHID’):

Or you can axecute other statements. For example:

EXECUTE (CREATE TABLE FOO
(BAR CHAR({3),
GOOMBAH NUMERXC))
BY DB2;

Yot torminate a connaction with the disconnect statement. For
example:

DISCONNECT FROM DRB3;

SQL passthru statements can be used either directly from PROC
SQL or stored in SQL views for execution by the SOL view engine
when the view Is accessed as a SAS data set by other SAS
applications.

Jolning/Merging Data that is Remote

Tha general optimization rule for remote data acoess that says:
"Move data selection and manipulation logic as close to the data
sources as possible.” is the underlying theme of this section.

Local Data with Remote Dala

Joining local SAS data with remote data can be accomplished In
the same manner as joining SAS data with DBMS data described
above. That is, you can use a DATA step or SQL view engine in
tha local SAS session 1o roference both local SAS data seis and

remota SAS data sets as flustrated in figure 11.

| I .
1

8AS Fommatted
SAS Formatted Data Library
Dete Library
Figure 11

In the section on logic engine processing, it was noted that both
the SQ\. view engine and the DATA step view angine would treat
a WHERE clause applied o a view as a filter of the records
returned. it was pointed out that the SQL view engine would use
the WHERE criteria in an optimized access shategy if a new view
was defined that epplied this WHERE ctause to the original view.
This technique may be even more important when one of the SAS
data sets Is accessed remolely as in figure 11. It will cause the
WHERE clause criteria to be pushed across to the server so that
only approptiate records are sent back to the SQL engine in the
focal session.

All Remote Data

When all the data to be joined is in a remole server environment,
it is oftan most officient to join the data In the server environment.
The remote engine / server architecture and MEA makas 1t
possible bo executs view sngines in the server environment.
Figure 12 illustrates exscution of a logic engine in the server
environment.

Joining Remote Data in a SAS Server
Berver Engine may be &

_____ Logic Engine
Uger
Bﬂ-l.p.\hlm

[T Logic proosssing mecutes
n server sossion:

rm_—au-] * incresase sarver CPYY

i

Figure 12

Using logic engines in the server environment may increase
sarver CPU consumption but wilt usually decrease
communications between the remote engine and server, Thia
decrease Is especially significant when the view processor
producas a small set of data records from {arge data sets.
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View engines are normally executed in the server environment i
the view definition is stored in a itrary accessed through the
server, You must be careful when ufilizing the technique of
defining a now view with a WHERE clause applied to an existing
SOL view In a sorver library, The new view must also be dafined
in the sarver Bbrary in order for the WHERE clausa to be included
in the optimized access stratagy.

I you do not want the view engine to execute in the server
sassion, add the option RMTVIEW=NO to the LIBNAME
statement that accesses the library with the VIEW file through the
server. RMTVIEW=NO tells the engina supervisor to read the
VIEW file header into the local session and invoke the specified
view engine there. It also allows the SOL processor to iteratively
toad remots view definitions, thus preventing the SQL view
engine from being executed in the server. if the server Is &
ditferent machine architecture, the VIEW file can not be accessed
by the local englne supervisor and the server will execute the view
engine regardless of the RMTVIEW= option setling.

Accessing Remote DBMSs

SAS applications may be able fo accass remote DBMS data in
two ways. If the DBMS system faclilities support remote data
accoss, thon IV's possible that a SAS/ACCESS view accessing the
DEMS local functions can accass a remote DEMS sarver.
Allernatively, the SAS application can use the temote engine and
server architacture to execute a SAS/ACCESS engine in a remote
server to access a DBMS on the server machine,

DBMS Facilities for Remote Data Access

s beyond the scope of this paper to dascribe all the capabliites
of each DEMS system for remote data access. There are howoaver
wo basic models; direct client to remote server communications,
of cllent to local server to remole server communications.

The former model is simliar to that used by the SAS remolte
angine to server. Clisnt applications directly establish
communicaions finks to the remole servar without any intervening
local database server. Most DBMS systems implement this model
and require specific client software for networked access through
proprietary communications message formats and protocols to
their DBMS setver, The ODEC and MEA architectures affow for
this by converting the APis to the DBMS APis in the drivers and
engines, allowing the DBMS functions to handle communications.

The intervening server modet Is ifustrated in figure 13.

Remote DBMS Access through Local Server
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Figurs 13

The application program uses DBMS functions o access a ocal”
server. The local setver determines that the database 1o accoss is
on a remote server machine and routas the access requast to the
remole machine. Note that the definiion of local versus remois
server may differ by environment. In a LAN environment, the tarm
local server may Include any server on the local LAN with the
same basic machine architecture as the cfient appfication. The
remote server is generally a server oither on a different machine
architecture or accessed across a WAN.

An exampla of this model is implemented by IBM's relafional
database systems. A client application on 0S/2® typically
accesses & local DB2/2™ server which may route the request to a
remote DB2 or SQL/DS™ server,

Remote Data Access Through a SAS server

A SAS application can access a DBMS through a SAS server by
defining the SAS/ACCESS view In a server fibrary. This is
ftustrated in figure 14.
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Figure 14

This combination works when the application and both servers are
on a local machine but is not & recommendad solution for that
envirohment. In that environment, the SAS/ACCESS engine in the
SAS application sassion can directly access the DBMS server and
will resuit In less communications. To directly accass the DEMS
servar from the SAS application sassion, either put the
SAS/ACCESS VIEW file in a fibrary not accessed through the
server of add the opion RMTVIEW=NO 1o the LIBNAME
statement that accasses the library through the server.

The combination is useful when the two servers are on a remote
machine and:

® the DBMS fadilities don't provide a way to accass the remote
DBMS server so a focal SAS/ACCESS engine can not be used,
ot

® you don’t licenss the necessary software (SAS/ACCESS and/or
DBMS nsiwork access software) on the application machine, or

& you want to join or merge the DBMS data with other data on
the remote machine as depicted In figure 15.
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By moving the logic processing to the same machine where the
data sources reside, network communications with the application
session are reduced.

Just as itis useful in a single machine environment to pass join
processing to the DBMS ¥ It can do it (see DBMS data with DBMS
data above), it is best to do so In a remota sarvar environment.
Figure 16 iHustrates using the SQL processor in the local session
to send DBMS syntaxed statements through the remote engine,
server, and SAS/ACCESS engine In the server to the DBMS for
exacution,

Remote SQL Passthru
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Figure 16

To make this connection, the passthru CONNECT statement
specifies the REMOTE engine and in parentheses the name of
the server, the name of the DBMS (SAS/ACCESS engine) and
DBMS arguments. For sxample:

CONNRCT TO REMOTE
{SERVER=SASSERVE
DBMS=DB2
DBMSARG= (SSXID=DB2T))
A8 DB2T;

Once a connection is established, the same SQL PASSTHRU
statements described earlier can be used to send statements for
execution in the romote DBMS system.

1t is worth noting that a multi-user server appears to the DBMS as
& aingle user application and DBMS authorization Is based on the
access rights of the server in the DBMS. You can still provide
sacurity for the DBMS in this environment by Himiting access to the
sofver with server access password and/or utilizing passwords on
SAS/ACCESS views In the server.

In a mulli-user server the DBMS's do not reat each useras a
separate transaction anvironment that can be independeontly
committed or rolled back. For this reason, update access to
OBMS’s through a muli-user server is prohibited.

Wae have Introduced a new single-user server with remote fibrary
services. The single-user server runs in a remote
SAS/CONNECT® sesslon and only serves data access requests
from the local SAS/CONNECT sessfon. Since the remote SAS
session runs with the authorization of the userid that created it,
the DBMS authorization controls for that userid are sffactive. In
addition, update access is allowed through the single-user server
since the one local SAS session Is executing the application.

CONCLUSION

MEA Is Extremely Flexible

The modular structure of Multiple Engine Architacture allows you
to accomplish tasks in many ways by various combinations of the
engines. Figure 17 combines most of the previous SAS figures
Into one. | hopa you can reference this diagrarm and paper 1o
efiectively combine the faciiltios available today in the SAS
System.

Muliple Engine Architecture — All the Pieces

Figure 17

SAS Server and MEA extends capabliities of ODBC
Applications

While the primary mativation of the SAS/ODBC Driver
implementation is to allow OPEN access of SAS formatted and
managed data from other non-SAS applications as some of our
users have requested, it's important to remember that Mulfiple
Engine Architecture in a server environment allows you! fo join and
merge data from many sources and in many ways. Figure 18
Nustrates all the additional capabilities from an ODBC application
environment.
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From the SQL logic engine you ecan:
# access SAS data files through the native engine,

* accass axtornal fitas through DATA step processor with a
DATA stop view,

¢ accoss DBMS data through SAS/ACCESS views,

® accoss DBMS data through SAS SQL views containing SQL
passthru statements for the DBMS, and

® join and merge data from these sources through SQL
staternents or DATA step programming logic.

The architecture will also allow an ODBC application to send SQL
statements through the server and a SAS/ACCESS passthwu
Interface to a DBMS without using the SQL processor in the
server axecution as deplicted by the fine from the user task directly
to the SAS/ACCESS passthru APt. Howaever, the SAS/ODBC
Driver does not provide the sams level of ODBC conformance
when by passing the SAS SQL processor. We've found many
ODBC epplication packages need level 1 conformance.
Therefore, we have not expended resources tasting this
capability, You may find it adequate for writing custem ODBC
applications for known databases and tables. if you ere interestad
In trying this, contact Technical Support at SAS Institute.

Future Plans

Wa plan to support tnore standard API's for open data accass o
SAS data as they are adopted by the software community and
requested by our customers. Wa will also consider providing a
proprietary SAS API callable frem C programs in environments
where no standard APl is emerging. if you have an Interestin a
particular standard and operating system - please convey your
interest to both the author and the SAS Marketing division at SAS
Institute.

We also intand to study ways to Improve our processing and so
that we can make more intelligent processing decisions for you.
For example:

1. Wa want to be able o retransform and oplimize SQL access
strategies when a new WHERE clause is given. However, we
don’t want to do that if we've already accessed all the data
and have a relativaly small result set that could be filtered with
tha new WHERE clause. Ditfarent decisions are appropriate
for diffarant cases and may produce different result sets in a

concurrent access anvironment.

2. Woe are considering adding ancther key type to the SAS data
model In version 7 that could be used for squality matching
only. Some SAS/ACCESS engines will then identify DBMS
indexes as these restricted use keys. The SQL procassor wil
then use them and the engine will convert this restricted key
intertace to the appropriate WHERE clause. Again, thers are
cases where this is more efficient and othars where it 12 less
efficient. Some of the criteria will depend on the DEMS,

Ulimately, we need to give the programmer the ablllty to force
ohe decision or ancther even If we improve our ability to cptimize
the default behavior. :
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