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ABSTRACT 

An effk:Ient data warehouse enab/e$ better and fastIIr decisions. 
To biJjJd an efficient data warenouse. you neeI1lO knOW how best 
10 summarize data and how best 10 partition the summarized 
results. 

By mastering the fundamental issues discussed In this p8l)er. you 
will 1ncteaS8 the retum on your organiZa1lon's investment in data 
warehouSes. suci1 as ones that you can build with the 
about-to-be-reieased SAS data warehouse software. 

INTRODUCTION 

FiISt. 1his paper provides some background on: 

c data warehouse subjects 

C what a data warehOuse contains about subjects 
1:1 how a data warehouse is different from an operational 

databaSe 
1:1 the steps for buildlng and using a data warehouse. 

Next. thiS ll8Qer discusses the following steps in more detail: 

C data summarizaUOrl (logical aspects of data organization) 

Cl data partitioning (physical aspects of data organizaUOrl). 

Finally, this ll8Qer gives you some pointers on: 

Cl other issues related to data warehouses. 

BACKGROUND 

What Is A Data Warehouse Subject? 

A data warehouse typically contains multiple subjects. 

A subjBCIls a logical grouping of information that serves at least 
one business purpose. 

o For instance. the following could be the subjects in a finance 
data warehouse: invoiCes. c:ustOIIIer profiles. vendOr profiles. 
am!lfoY8e5, benefits. penSionS. Short·term debt. lOng-term 
debt. and so on. 

o And the foUowing could be the subjects in a sales and 
markatIng data wareI1ousa: compe1Itors. customers, products, 
staff, new leads, sales, return on product dIIveiopment 
investments. and so on. 

o Or a singte. organization-wida warehOuse could contain all of 
these sUbjects. 

Subjects do not necessarily have a one-to-one correspondence to 
data sources. 

o One data source can provide data to multiple subjects. For 
instance, the on-line transactIOn processing (01. TP) data 
source on product purc1'1as8s could contribute to subjects sucn 
as sales, customers. retum on product devetopment 
investment. and so on. 

o One subject can receiVe data from mul1lple data sources. The 
sales subject could receive data from multiple 01. TP data 
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sources suci1 as product purchases. training purchases, 
consutting purcl1ases. and so on. 

What Does A Data Warehouse Contain About A Subjec:t? 

For a given subject, a data warehouse may contain 

o detail data (for example. transactton-oliented data) 
o summary statistics (some1lmes called summary data) 

o data for subsettlng (salecIIng). mapping (looking up one value 
to find another value). Ordering (SOrting) the detail and 
summary data, and data for weigl'ltfng the summary data. For 
an exampta of subsetllng. mapping, and Ordering data. see 
Figure 1 and tha notes associated with F'tgure 1. 

o metadata (suci1 as: data on data sources: data type. format. 
and length of detail variables; the summary period for 
summary sta1iS1k:S; the critena to use for subsettlng. mapping. 
ordering. and weigl'lting; the age limItS for keeping data in the 
data warehouse: data on data arci1ives; and so on) 

o 100kUJ) data (a special kind of detail data, often dated, that 
provides cIescrilltiVe datal. For example. customer information 
COUld contain customer id, date, company nama. induStly, 
parent corporalion. subsidiaries. contact people. phone 
numbers. names, addresses. and so on). 

L.et's take a Simple example. Suppose eaci1 detail record from the 
sates sullject contains data on the sale date, sales person, 
customer iei, product. price, and quantity. 

o A sales analyst could need to see the total sales (sum of 
pnees) by product. and willlin product. by month. and within 
month. by region. In this case. the summary statistics are 
sums. 

a A marketing analyst could need to see the count of sales by 
Product. and within product by industry, and within induStly by 
sales parson, and within sales person by month. In this case. 
the summary statiStIcs are counts. 

o The analysts are likely to 

o first. lOOk at the summary sta1Istics 

o second. decida what. if anything. neads to be further 
resean:hed 

o third. dritl down as tar as the detail data or even as tar as 
the OI.T? data source, if neceSS8lY. 

Typically the data are available as follows: 

o The records or obs8rVa1ions from data sources typically 
provide the detail data and the data for subset1lng. mapping, 
Ordering. and weigl'lting. 

Unless the data are old enough to have been aged out of the 
data warehOuSe into archives. the data are already available 
When needed. If 1118 data have been aged out into arcnives. 
1118 data may be available with a delay of soma sort. 

o The data warehouse typically provides summary statistics. 
summary sta/I$tICS are statistics suci1 as mean. median, 
mode. sum. count. and so on. The process of calculating 
summary statistics is called data summarization. 

Summary sta1lS1lcs that have been requested in adVance are 
autcma1iCally calculated by the data warehouse and thus are 



already available wilen netKled. Summmy statIslIc:S that have 
not been requested in aavanca are calculated on an ad hOc 
basis and thus available with a delay 01 some sort. 

Haw Is A Data Warel'lC1U118 Olffuent from an Operational 
DataI:Iase? 

In case the term data warehousa is not entirely lamiliar to you. 
let'S pause a moment and compare it with the 1erm openltlonaJ 
datallaSe. 

A data warahOuse is a special type of database. The following 
cIlaraCteriS1lcs help distinguish a typical data warehouse (OW) 
from a typical operational database (OOB): 

c PuIpose 

C OW: Decision making 

C OOB: Routine bUSiness opela1ions 

o Number 

C OW: Typically one main OW and one test OW per 
o~tion.d~on.ordeparttnent 

C OOB: Typically one OOB per application. thus many OOBs 
per organization, dMslon, or departtnent 

o TypiCal User 

o OW: BUSiness analyst 

C OOB: Clerical worker 

o structure 

o OW: Usually organized by subject and time period: usually 
pre-summarized. pre-indaxed. and so on. in ways that 
correspond to analysis purposes 

e OOB: Usually Organized for use With a spedflc transacUon 
apptica1lon: usually pre-indexed in ways that correspond to 
operational purposes 

e Number 01 Data Sources 

e OW:Many 

o OOB: Few 

C Data encoding 

o OW: Does racodlng if necessary for data consistency 

o OOB: Uses original encoding 

o VOlatility 

C OW: predictable updates at predictable intervals: typically. 
weekly. daily. or perhaps hourly 

C OOB: unpredictable updates at unpredictable intervals; 
typICally, minutes or secondS or less 

o Data AcceSS 

C OW: Typically read-only access for analystS 

C OOB: Typically read-only or update access tor operational 
users ... 

C Summmy SIa1ISUcs (Data Summarization) 

C OW: Typically already calcutated but sometimes calculated 
on ad hoc basiS: typically statIslIc:S caver currant and 
long-term data (five to ten years) 

C OOB: TypiCally caIculatad on an ad hoc basis: typically 
sta1IstIcs cover current data onr, (Sixty to ninety dayS) 

C Fate of old data 

C OW: Typically archiVed 
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C OOB: Typically deleted. 

What ArB 1he Steps for Building and Using a Data 
WareI'ICIUII8? 

L.et's llriefly walk through the stepS fOr building and using a data 
wareIIouse. They are listed hera in a typical order, but the order is 
not stile\. Some steps can be dona in paJaIIeI or in another order 
or itera1iVe1y. 

The stepS are as follOws: 

1. 08CidB on /tie subjects /tIat are appropriate for your data 
W8fl1iJou8&. 

The analystS who will use the data warehouse can tell you 
what subjec1s they need and 1he type of Ilata they need about 
each subject. 

ThiS step may take a considerable amount of lime if you need 
to look althe entire organization. 

2. Find out how /tie analysis need to lIave /tie data summariZed. 

Each analyst may need different summmy statiSUes on the 
same or different subjects and may need the Ilata sortad by 
different criteria in different ordars. Similarly, each analyst may 
need to subset or map the data on one or more subjects by 
different critaria. 

For example, you may find that a purchasing analyst needs 
vendor data summarized by month. and within month by 
vendar name. And a sates manager needs customer data 
summarized by week, and within week by regiOn. And a 
performance analyst nBeds inquiry data summarized by hour, 
and within hour by system. And the CEO and board need 
vendOr and customer data summarized by country, and Within 
country by fiscal year. 

3. !.oCate data soutees for /tie SUb;ecIS and for subsettlng. 
mapping. Ordering, and so on. 

A data source is a file. Ilbrmy. database management system 
(DBMS). and so on that contains soma or all 01 the data alXlut 
a suDject. 

For instance, your vendor database could plOYide data nBecled 
for the vandor suDject. And a leased database on national 
corporations could provide data naecled for the invoices 
subject and 1he new-ieadS SUbject. 

4. Choose a common 9/ICOC1/ng scheme and wrtte programs lIIat 
extract data from /tie data soutess, transtorm (recode) lI1e 
data if n6CIJssary, anC1loSd the data as detail date in ttie data 
WBfBfIouse. 

It is often the case that different data sources use different 
encoding SCIIemes. A data warehOUse uses a common 
encoding SCIIeme. 

For example. you may find that one data source uses sax 
codas of M and F. and another data source uses a sex codas 
01 0 and t. SimHariy. you may find that one data source 
abIIraYiates company names and anather data source 
contains complate company names. 

You can use products sucII as SASIACCESS (RI, the SAS 
SQI. procedure in bass SAS software, and SASlCONNECT 
(RJ to extract. transform. and transpOrt data. 

5. Plan how 10 panJtIon (pIIySicBJIy separate and store) /tie data. 

AlthOUgh the data ware/'Iouse is one entity logically, the 
amount of data in it probatlty is much too muCh to stare in a 



single DBMS or on a single disk. It may even be too mud! to 
S1DnI on a single system. 

For example. you may need the detail data on saleS in an 
ORACLE (R) DBMS on a Unix machine. 1he detail data on 
tInanca in a SAS {R} data libnuy on a mainflame. the 
SUlIIIIIBIY data on sales on a S8/V8r that you can access willi a 
MacintOSt1. the summary data on finance in a 
mu/llodlmansional database (MOOS) that you can access willi 
Pes. customer lookup data on central Unix selV8r. and vendor 
lool<up data on ano1I1er central Unix server. 

Even if you could store 1he data toga1her. you would still want 
to partition the data for pertonnance etftciency. 

For example. you are likely to want to separate recant data 
from older data. And you are likely to want to separate 
otten-requasted data from intrequen1ly-raquasted data. 

S. CIaa. an empty data warehouse ana define me required 
metadata. 

You wiP have metadata on the detail data. summBIY data. 
lookup data. and criteria for subsatting. mapping, Ortleling. and 
weighting. Similarty you will have metadata on partitioning. 

For example. you will have metadata on data sources. data 
vartaDles. data atll1butes. patterns of encodlng. one anatyst's 
Cliteria for a subject, anolher anatyst's criteria for that subject, 
criteria for aging out detail data and aging out summBIY data. 
data ardIiVes. and so on. 

7. Crea. and sdlsdu/s one or mora periodic (wealdy. daily. or in 
some casas partlaps hourty) job$. 

Periodically. you need to load new data. incorporate the new 
data Into the summBIY statistics. and backup and report on the 
data warehouse. You could have one long sequential job. Or 
more typlcally you would have a first sat of concurrent jobs 
followed by a second sat of concurrent jobs tollowed by a third 
sat of COnclJrrant jobs. 

For example. you COUld have: 

o a number of concurrent jobs that run your programs that 
axtzact. ttanstonn. and load the data as detail data in your 
data warehouse(s). 

o a number of concurrent jobs that run the data warehouse 
programs that use the metadata to calculate or update the 
requested summary statistics. 

o a number of concurrent jobs that back up the data in the 
data warehouse. genarata reports on the data In 1he data 
warehouse. and. optionally. create one or more daIamarts. 

A datamart is a temponuy coUectfon (for example. tor a 
week) of readoQllly data that is uSUally a subset of the 
summary statlsUcs and a SUbset of data for subsetUng. 
mapping. ordering. and weighting. The physical 
implementation of a datamart can vary. For instance. a 
datamart can be a library of SAS data sets or a 
mu/IIodlmensional database (MOOS) such as the type 
craatad by the SAS MOOS procedure. 

Remember to ptan tor recovery in case a job fells. For 
instance. a job may fail due to a power outage. lack of disk 
space. and so on. To be practical. make recovery procedures 
granular. For instance. recover by subject not by the antIra 
data warehouse. 

S. Use existing interfaces or d«iign new interfaces to view am:t/or 
generate reports on me data. 

The interfaces can range from simple data browsers to 
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executive intormatlon systems. You can usa one intelface for 
everything or different interfaces fOr different purposes. 

For instance. you can usa SAS reponing tools like 
SASlASSIST (R) and programs develOped with SASIEIS (R). 
ORACI.S reponing toolS like programs developed with 
PowerObject (R). and so on. 

9. Plan how to srcllive rna data in a manner mat conveniently 
allows you to access the SlChived data when net:essarY. ana 
wtite rna programs rnat atchive and ratrfeve data. 

Typically. older data are migrated from on-line disks to off-lIne 
disks or to 1apeS. If possible. use a method that enables you to 
retrieve the atChiVed data and 10 integrate the arcnived data 
and current data tJanSparantiy. 

For example. you may want daily tapes that contain the data 
aged out fIIat day. You may want one tape per subject or one 
tape per some other meaning1ul subset of that day's data. Or 
you may want daily increments (of subsets of the data) on 
weekly or monthly tapes. 

MORE ABOUT DATA SUMMARIZATION AND PARTITIONING 

Data Summartzadon 

You can write or find programs or procedures or toolS (like the 
SAS SUMMARY procedure. file SAS sal procedure. or file 
ORACLE Sal "Plus 1001) that catculate summary statistics. 
However. the more data that you have in your warehouse. 1I'Ie 
longer it takes to run the programs and the more space fIIay 
require for Intermediate Illes. So the more detail data you have. 
the more carefully you need 10 ptan 

o what statistics the data warehouse wiU calculate automatlcaUy 
c mora importantly. how the data on whidlthe statistics are 

calculated should be subset, mapped. orderad. and weignted 
o even more importantly. how to calculate as many S1atistics as 

possible wiIIIout reading through au of the detail data 
(especially the archived detail data) every time you do the 
catcuIaIiOns. 

If appropriate provisions are made ahead of time. the analystS 
using tile data warehOUSe can gat answers quidcIy even when 
large quantHles of detail data and summarized data are involVed. 

Hera are examples of the types of sum~ statistics fIIat 
analystS are likely 10 ask for: 

o mean. median. and mode 
o count and number miSSing 

o sum and weignted sum 
o standard deviation and variance 
o maxImUm. minimum. and range 

C pen:entUe. 

Note that 1he calculation of some of fIIese depends on context (for 
examples, see the appendix of this paper). 

Analysts often need to see the statistics only tor a speci1Ied 
subset or mapping or Order of the data. Hera are examples of the 
WItfS that analySts are likety 10 need to see the data: 

o by day. by week. by biwaek.. by month. by quarter. and/or by 
year 

o by person. by department. by division. by company. by parent 
company. and/or by industry 

o by City. by state. by region. and/or by country 



o and combinallons of tI'Ie allOYe. 

Here is a ChecldiSt to get you started planning tI'Ie calCulation of 
summary statistiCS: 

o The data warehouse must cany tI'Ie data on whiCh tI'Ie 
sta1I8tics are calctllated. Remember to have it also cany tile 
data on wIticII tI'Ie statiSllc:s can be SUOSet. mapped. ordered. 
and weighted. 

o AllOW analystS to request V8Iiables wnose values are 
calculated frI:lm or lOOked Uf) from tile data in tile data 
warehouse. For example. suppose an amDyst is looking into 
tile need fOr more fax equipment and wants statiSllc:s on 
incoming and outgoing fax traffic per hour. You can caJcuIate 
hour from tile timestamP on tile fax records. Slmilarty. suppose 
an analyst wants to analyZe customers by industry and tile 
data sources do not cany a variable fOr indusby. You can have 
lookUp data mat allOWS you to reIIIave me industr1es tor 
customers and use tI'Ie indus1lies fOr sul:lSetting. mapping. and 
soon. 

o Allow tor variations on tI'Ie definition of a subset or mapping. 
For instanca. one analyst may need to see data by calendar 
mont/'l and another may need to see data by biweeIdy pay 
period. Similarty. one may need Calendar years and another 
may need 1IscaI years. And one may need to see customer 
data by parent company while anotller needS to sea customer 
data by industry. 

o Base your Choice of statiSlics on what Is most meaningful 
and/or what has bean requested. For example. suppose a 
gfI)U\) handles telapl\one calls and is looking at tile issue of 
stafftng. An analyst working on tile issue would protlaoty be 
interested in tI'Ie pattam of calls per hour ra1her tIIan in tile 
total count of Calls. Slmilarty. suppose a group handles 
rnarlceting and is looking at tI'Ie issue of adVertising. An analyst 
WOfIdng on tile issue WOUld probaoty not be as interested in 
t1'18 monthly sates figures per state (say, $1M in Vermont and 
S2M in California) as in tI'Ie monthly sates 1Igures weighted by 
(in tI'ItS case, dMdad by) state population. 

o Avoid overdoing tile statiSlics you catculate. Offer to subset 
and map and order and weight. but avOid automatically 
calaIIaIing avery combinallon and permutation. There are far 
too many to catcutate statiSlics automatically tor tIIem all. The 
only ones worth calculating automatically are tile ones tIIat 
have bean requested. 

C AVOid putting artHICial limits on tI'Ie subsetting, mapping, 
ordering, and weighting tl'let people request. If two people 
need to use simHar but not identical welglltlng, subsatling, etc .. 
it is muCh berter to giVe eaCh analyst tile variation requested 
tIIan to get anatysts to agree to share statiSllcs 1ha1 are not 
quite what tIIey need to see. The Ume and cost to calculate 
anotl'ler set of summary statistics is muCh less tIIat tI'Ie time 
and cost to try to interpret statiSlics tIIal are not quite what is 
needed. 

o I.ook tor a way to reuse tile same detail data fOr different 
anaIVS1$. Avoid dUplICating detail data just because different 
analystS need to calculate different summary statistics or need 
to subset, map, order or weight tI'Iem dlifer&ntiy. 

o Whenever possible use incremental Calculallons for summary 
sta1I8tics. For instance, instead of calculating tile mean by 
running against all of tile data. update a cumtllatiVe sum with 
tile most recant day's (or hour'S or waek's) data and update a 
cumUlatIve count with tI'Ie most recent day's (or hour's or 
waek's) data, and calculate tI'Ie mean by Clillidlng tI'Ie 
cumutatIva sum by me cumulatiVe count 

Avoiding tI'Ie reading of old data not only saves time. It alsO 
means tIIat tile detail data can be arCIIlved (or deleted if tile 
amount is too massIVe to archive) as soon as tile analysts are 
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unlIkelY to need tile data frequantiy (or rigllt away). Anotl'ler 
way to say tIIal is that incremental calculations enable you to 
have up-to-date summary statiSIIcs tI'Iat inClude data tl'lat are 
no longer on-line. 

e I.ook fOr a way to keep tile summary statistics tor different 
periods independent of eaCh allier. For instance, if you need 
tile mean over a weak and tI'Ie mean over a mont/'l. keep a 
cumutatlva sum and count tor tile weak and a cumulative sum 
and count tor tile montl'l. By keeping tile periodS independent 
of eacn otI'Ier, you allow more ftelCibillty, For example. you can 
avoid 

e kaBPing daily statiSllcs tIIat no one has requested just 
because weakly statiSllcs and monthly statistics haVe been 
requested, and so on. 

e kaBPing daily statiSIIcs for 31 days when analysts only 
need them for tile last few days. just because you need to 
caJculate weakly statiSlics and monthly statistics, and so 
on. 

e catcutatIng daily stallSlics on one pass. and men Using 
another pass to calculate weakly and montllly statistics, 
and tI'Ien anotl'ler pass to catculate biweekly and quarterly 
statiSllcs. and so on. 

o Remember tl'lat you can baCkJoed praviously<allactad data. 
Suppose your periodic jobs load a day's worth of data eaCh 
day. At tIIat rate, it may be a long time before mere is enough 
data in tile data warehouse to analyZe trendS. You can 
baCldoad earlier days. weakS, montllS. and even years of data 
into tI'Ie data warehoUse (and inclUde IIlat datall data in tile 
summary statistics) if analysts need to dO trend anatysis now. 

o Consider some way to keep data on tile usage of tI'Ie detail 
data, summary data, and SUbsatting, mapping, ordering, and 
welgllting data. Analysts' needs will Change over time. For 
instance, analysts may be subsatting, mapping. Ordering, and 
welgllting data in ways not anticipated earlier. and thUs 
submitting ad hOC requests (whiCh return answers more slowly 
than requests for statistics tI'Iat are already calculated). If you 
can detect SUCh a Change, you can make tile corresponding 
Changes to tile matadata so tl'lat tI'Iesa stadstlc:s, subsets, etc .. 
are inCluded in tile ones tIIal are provided automatically. 

Or if you cannot keep data on usage, at least suggest to 
analystS tIIat tI'Iay review tI'Ielr usage patterns from time to time 
and let you knOw of Changes. That w8Jf you can add and 
delete metadata to '1une' their response times to tIIeir actual 
usage. 

o Remember to plan hOw you will migrate Changes in your test 
data warehouse to your main data warehouse. 

The items in tills Checklist are not exllauslive. They will get you off 
to a good stan and are fOod for tllougllt. 

Data Partitioning 

In principle, any kintl of lOgical data (detail, summary, lookup, etc.) 
in tile data warehouse can be stored as one or more partitions. 
(The teRn table is sometimes used to reter to a partidon.) 

Partitioning is USUally done to deorease response time (by 
decreasing access Ume). You can partition data in a number of 
ways. even within tile same sulllact. For instance: 

o Platform partiUons (platform tallies) separate tI'Ie data likely to 
be accessed from one platform from tile data likely to be 
accassad from another platform. 

o Column partitions (column tables) separate 
frequently-requested V8Iiables from infrequently-requested 
varialIIes and/or fraquantiy-raquested statistics trom 



infnIquently-requestact slaIIstics. 

o RO!!.partItIons (lOW 1abIes) S8II8Illte da18 based on a range or. 
more generally. on an expression. For Instance. you can 
separate 1I1e recent data from 1I1e older data, or 1I1e data for 
one state from 1I1e data from ano1her state. or a comtlination of 
1I1ese. 

o Format partitions (fonnal tables) separate data based on 1I1e 
fonnal used for storage. For example. you can have detail 
da18 within a subject stored in an ORACLE DBMS and 
sumrmuy data within 1hat subject stored in a BAS data library 
or BAS MOOB. 

Ideally. allow for all types of partitions. 

Here is a checklist to get you started planning 1I1e data 
partitioning. 

o Consider 1I1e lacaUons of 1I1e analysIS who are likely to use the 
data. 

For inslance. suppose you have I.os Angeles (LA) data and 
New YorK (NY) da18 and 1I1e LA-based analysts need to use 
1I1e LA da18 frequently and 1I1e NY da18 infrequently. and vice 
versa. Store 1I1e LA data in a partition in LA and 1I1e NY data in 
a partition in NY. 

o Make 1I1e parUUoning as transparent as possible to 1I1e 
analysts. 

For instance. suppose an analyst requests data and some of 
1I1e da18 are onollne and 1I1e rest have been archived. You 
could write a message to 1I1e analyst explaining 1I18t 1I1ere will 
be a delay because suCI"I and such data are not on-line and 
1hen ask if the analyst wants to walt or to cancel. If 1I1e analyst 
chooses to wait, you need to have enOUgh metadata about 
archived data 1I1al you can access 1I1e requested da18 without 
asking 1I1e analyst how and where old data are stored. 

e Maldl 1I1e storage format to 1I1e analystS' needs as dOSely as 
possible. 

For inslance. if analysts have requested multJ.dlmenSionai 
analysis or you anticipate frequent ad hoc multl-dlmensional 
analyses on certaln data, consider storing 1I1at data in an 
MODe. You can even separate data within a subject (for 
instance. to put some in a BAS Ubrary and some in a SAS 
MODe). To be pracUcal. physically keep togB1her 1I1e data 1I18t 
analysts need to use toge1her (for subsetllng. mapping, 
ordeling. and weighting). 

o Consider the summary period (day. week, and so on). 

To correspond to 1I1e lIexibiHIy in calculating daily. weekly. etc. 
statistics. maintain lIexibilily in storing those periods. The 
easiest way to do 1I1at is to store eaCI"I period's slaIIstics (and 
associated data for ordering and weighting) in a different 
partIIIon. 

o Consider some way to keep data on the usage of the 
partIIIons. Analysts may change how otten they need cenain 
data, what data they subset. what data they map together. and 
what periods 1I1ey need summary SlaUSUcs on. Some of the 
changes can be reflected by changing the matada18 in the 
data warehouse. For example. if analysts otten request cenain 
recently archived data, you can Change the metada18 to keep 
1I\ose data onoline longer before an:hiYing. 

Other changes will require repartiUoning. For example. if two 
taDles on 1I1e same drive are popular. you can move one to 
ano1her drive. And if analysts often request multi-dimenSionai 
analyses on data 1I1at are not in an MODe. you may want to 
move 1hOSe data to an MOOe. 

e Consider hOW to make repanltionlng easy. 

65 

Plan ahead of Urne how to merge and split data based on 
plaUonn panHiOns. COlUmn partitions. row partitions. and 
format partitions. For instance. you yourself may want to 
reparti1Ion da18 after you have some experience with your 
initial partitions. And over Ume analysts may need to group 
together data that are currently in two different MODBs. or may 
start dOing frequent mullidimenSionat analyses on data not 
currently in an MOOB. or start using a period for summary 
statistics that was not used before. and so on. 

o Consider replicating (duplicating) popular taDles. For InsIance. 
If fitly analysts use a certain table. you can deCrease average 
response Urne by having two copies of 1I1e table. 

e Remember to plan how you will migrate changes in your test 
data warehouse to your main data warehouse. 

The items in 1I1is checklist are not 8lCI1austIve. They will gat you off 
to a good start and are food for 1I\ought 

What is the optimal data panHioning in your data warehouse? Is 
there an optimal data parUtlonlng sCheme for your data 
warehouse? How do you measure whB1her you have 1I1e 
optimiZed da18 parrttioning scheme deployed in your data 
warehouse? 

All these quesUons have no definite answers. Tradeotts are 
usually involVed. There are really no simple guidelines except 1I1at 
business aspects should take precedence over teCl"lniCaJ aspectS 
as mucn as possible. 

POINTSAS ON RELATED ISSUES 

In-depth discusSion of 1I1ese issues is beyond 1I1e scope of this 
paper. but 1I1e issues are wol1ll menttoning bnefly. 

MIIIadata and Associated Versioning Issues 

Over Ume. analysts' requirements for the data will Change. and 
1I1e data in 1I1e data sources and the pat1itlon,ng of 1I1e data will 
change. For example. recordS from a da18 source may carry a 
new variable. Or summary data may be relocated. 

Remember to plan how 1I1e mQ1ada18 will reftect 1I1e Changes. so 
that summary caIcuIattons and ad hoc requests (especsally 
calCUlations and requests 1I1at inClUde data b01h before and after 
1I1e change) do not cause any errors. For instance. you may want 
to have one set of metadata that applies before the change date 
and ano1her set of matadata 1I1at applies after 1I1e change date. 

To prevent inconsistencies betWeen 1I1e data and meladata. alsO 
remember to plan how you will block access to tI'Ie matada18 
during Changes to 1I1e metadata. Or plan to use a prodUct h"ke 
SASlSHARE (R) 1I1at enables updates 10 lake place to one part of 
the data and metada18 while analysts are querying ano1her part of 
the data and metada18. 

Lookup Data and Associated Versioning Issues 

Over Ume. customers orvendors or staff or equipment and so on 
may move from one categOry to ano1l1er. For example. a 
customer may move a plant from one region to anotl"ler. so 1I1at 
data betore 1I1e change should be reflected in 1I1e stalistics for one 
region and da18 after 1he change $/\OUld be reflected in 1I1e 
statistics for 1I1e 01l1er region. 

Remember to plan how the loOkUp data will reflect 1I1e Changes. 
so 1hat summary calCUlations and ad hoc requests (especially 
calculations and requests 1I1at Indude data bo1h before and alter 
the change} do not cause any errors. For instance. you may want 
to have 'implicif metadata in 1I1e sense of enabOng tI'Ie detectton 



of multiple IOoJaJp recoras with the same key but different dates. 

To prevent inconsistenCies betWeen the data and lOOkup data. 
alsO remember to plan how you will block ac:cess to the lookup 
data dUring Changes to the lOOkup data. Or plan to use a prodUct 
like SAS/SHARE that enables updates to take plaCe to one pan of 
the data and metadata while analysts are querying another pan of 
the data and metadata. 

Data ConII'ression 

Usually data compression reduces the size of a partition (table), 
but not always. The direction and size of the effect d&penda on 
the nature of the data. 

Usually data compression slows response lime (which includes 
the time tor decompression), but not always. Decreased va lime 
may outweigh increased CPU lime. even if data compression 
stows response 1Ime, that may not matter if the analysts at your 
site tend to generate rellOrts In batch rather then to make inquiries 
interac:1lvely. 

You may want to experiment to see the effect of data 
compression and then consider the tradeoffs. Regardless of the 
rasuIts of the experiment, you may want to repeat the experiment 
from lime to lime in case the effect Is different due to changes in 
the data, changes in the use of batch mode or interactive queries, 
and so on. Because of possible changes, It Is best to have one or 
more switches that tum data compression on or off. 

Indexes on the Data 

Almost always a data warehouse has indexes. Typically the 
indexes on detail level are re-created alter the periodic jobs run 
that toad the detail data. Typically the Indexes on summary level 
are re-created after the periodic jobs run that calcUlate summary 
statISIIcs. Re-creating indexes takes llrodue1lon lime and indexes 
take storage space, but indexes can save analysts' time 
(especially if analysts use the data warehouse in Interactive 
mode). 

Evaluate the tradeoffs and carefully select what to index. loater. 
you may want to use the usage data to verify that you Chose the 
appropriate indexes. 

Excet3don Reporting 

An analysts may not need to cheek on certain statistics regularly 
but to be notified if the statistics change signifieantiy. Similarly, an 
anaIysI may need to knOW when a statistic exeeeda the value 
predicted based on previous growth. or is fluctuating rapidly, or 
behaving in an atypical way. Similarly, you may need to know 
when the response time starts to get long because of an 
increased analyst base or degraded access to some partition. 

Consider exception r8\IOrting that sends e-mail, runs programs. 
and/or generates reports if the data warehouse detects data that 
are behaving in ways that you and/or the analysts can describe 
with rules. That Should save evaryone much time Sjlent 
discovering that some of this day's. week's. and so on, deta are 
quite similar to tne previous ones. 

Data Security 

You may went to have security ac:cess based on whOle data 
warehOuses and datamarts. or whole subjects. or partial subjects. 
For example. you may need to limit access to employee salary 
data wilKe allowing tree ac:cess to employee telephone extension 
data. Similarly, you may need to limit access to prilrileged 
information from vendors or customers or marketing partners. 
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Data Mining 

Data mining Is a process that c:IIscoVBrs information (usually from 
data warehouses or operational dataoases) that traditional query 
and reporting tools cannot etfecIIvely reveal. As data mining 
becoIftes more papular. anticipate more use of your data 
warehOUSe(s} and datamart(s) tor data mining, because so much 
data are already galhered thlK8. anc:ot:Ied consistently, and in an 
easily accessible tonn. 

Nota that data mining otten involveS staIIstieal analyses, so the 
SAS System with all Its statIstIcaJ ptOCedUres can be quite USeful. 

CONCl.USION 

Mastering the issues of data sumlTl8l1Zation and data partitioning 
Is necessary to build efftclent data warehouses. 

You can use existing SAS procedures to buikI data warehouses. 
Sut the about-to-Oe-released SAS data waraIIOuse software can 
hall' you automate many of the steps. SOme of the topics 
dIscusSed here are addnessed in the initial release ot the SAS 
data warehouse software. Most. if not au. 01 the remaining topics 
wiD be addressed In upcoming releases of the $AS data 
warehouse sotlware. 

APPENDIX ON SUMMARY STATlS"nCS CALCULATIONS 

Suppose we have three ooservationS: 

02SEP95 530 

03SEP95 560 100% 

04SEP95 sao .500/0 

Note that rate_changed doubles and then I1aJves. 

Wlthout the ConC81!lt of Variable Intai pi elllden 

If an analyst requests averages. the averages would be 

C tor stoekJlrice_aCdosing, (S30 + $60 +S30}13 = S40 

C tor rate_changed. (100% + (-50%))12 = 250/0. 

Note that the simple average (arithmetic average) is assumed for 
both numeric averages here. Sut the average of rate_changed 
(25%) is incorrect. 

With the Concept of Variable Interpretation 

If an analyst requests averages. the averages would be 

o for stoekJlrice_at_dOSing, interpreted as a 'regular' numeric, 
(S30 + 560 +S30}13 = S40 

o tot rate_changed. interpreted as a 'dalta rate' numeric, 
SORT«1+100%)(1-5O%)) - 1 :: 0%. 

Nate thet the arithmetic average is assumed for the 'regular" 
numerIC and the geometric average is assumed for the 'detta rate' 
numeric. The average of rate_changed (0%) is correct. 
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NOTES FOR FIGURE 1 

Thare are fOur hieran:hicalIEMIIS in this figure: 

C l.sveI 1 • Oata Ware/1OUS8 

C t.ogiCaIIy. a data warehouse Is a .:ontainer fOr subjects. 

C Physically. a data warehouse 'own$' metadata for level 1 
(fOr example. the name of the data warehouse support 
person. the data warehouse description. the data 
warehouse creatton date. and so on). 

o l.sveI 2 • SUlljec:lS 

C t.ogiCaIIy, a subjed Is a .:on1alner for summ8IY groups. 
C Physically. a subjed 'owns' metadata for level 2 (for 

example. the name and description of the subject. the 
names and Clesc:iptlons and proper1les of 1118 varIal:Iles. the 
data sources and data arcl1ives for detail data, and so on) 
and 'own$' the detail data for 1I1e subject. 

o I.evel 3 • Summ8IY Groups 

C L.ogIcaIIy, a summ8IY group Is a container for summ8IY 
levelS. Su~ groups can have zero or more criteria for 
subsetlfng and zero or more criteria fOr mapping. 

IJ PhysiCally, a summ8IY group 'owns' meladata lor level 3 
(for example. the list of which pertods are in use. the 
subsetlfng and mapping criteria, if any. and so on). 

o l.evel 4 • SUmm8IY I.8Y8IS 

IJ L.ogIcaIIy. a summ8IY level is a container lor stallstlcs and 
the associataC data for ordering and weigh1lng. (Ordering 
variables are often called Class variables.) 

IJ Physically, a summ8IY level 'owns' metadata for level 4 (for 
example, 1I1e Iisl of ordering variables. the period, the Iisl of 
sta1lstlcs requestaC. weightS to be used tor those staiIstIcs. 
and so on) and 'ownS' 1I1e sta1lstlcs and copies of the 
associated data for ordering and weigntlng. 



Levell Level 2 Level 3 Level 4 
summary 

subject summary group summary class period 

1 an sales with no by ~ aDd product weekly 
subsett:ing or mapping L by ~ aDd product quarterly 

2 an sales with no by pIDdDct daily 

SIIbsc:njng or mapping ~: = moDthly 
yearly 

3 an sales with no L by region. aDd weekly 
subsc:njng or mapping by :e~_ 

momhly 

4 coDSUlting sales I by =Jd and 
momhly 

sales no mapping applied 
to customeI'_id by prodw:t and quarterly 

salesperson 

5 sotlwm: sales - by COUJItty aDd 
mapping customer_id producUYpe and 
to customer_name customer_name 

data 6 sotlwm: sales - by COUJItty and 
warehouse mapping customer_id product_type and 

to industry industry 

competitors 

employees 

Figure 1: Example of a Logical Data Warehouse Structure 
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