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ABSTRACT

Access fo data from the SAS® System is constantly being
expanded and enhanced: Transparent accass to remote data Is
now available when the local and ramote machines have different
architectures. And another new feature opens access fo SAS data
1o applications that utilize the ODBC API, such as Microsoft Word.

‘These new features are built on a modular system architecture
that often provides more than one way to accomplish a given
distributed data access task. To choose the best method, it Is
advantageous to understand the processing performed by the
companents of Multiple Englne Architacture. Future
enhancemants for remote and open data access are also
dependent on this architacture.

This paper introduces the new features but concentrates on the
architectura and if's implemantation. If you simply want 1o know
how 1o use the features, read the introduction and salected
references at the end of this paper. if your interest exlends to
oplimizalions and processing dstalls, you should find the body of
this paper informative.

Readers are also encouraged 1o also read the paper by Cheryl
Gamner, "The SAS® System: A Complete Cllent/Server Solution”
(see the list of refarences at the end of this paper). That paper
compares and contrasts remote library services to other
client/server features of the SAS Sysiem. For many SAS
applications, these other features may provide enhanced
performanca.

INTRODUCTION

The new features and their funciionaiily are overviewed In this
‘INTRODUCTION", A better understanding of the features will be
gained as the architecture of the system and lis components Is
explorad In the naxt part of the paper, *ODBC and Multipla Engine
Architecture Baslcs®. Technigues for optimizing distributad data
access are primarily covered in *Accessing Distribuled Data from
Muitiple Sources”.

Remote Library Services

Remote Library Services allows a SAS program to access a SAS
data library on another machine as if the data library wera on the
local machine. The program accesses the data library through a
SAS sarver on the remote machine.

To access a remote library, the SAS program simply executes the
LIBNAME statement it would use on the remote machine with an
atditional option which specifies the name of the server on the
remote machine:

LIBNAME xyz 'physical-library-name’ SERVER=server_name;
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SAS files in the remote library can now be manipuiated by SAS
programs on the iccal machine.

Remote ibrary access has been available through the
SAS/SHARE® product for many years, but server access was
rasiricted 1o SAS programs running on the same machine
architecture. For example, a SAS program on one MVS machine
could access a SAS data library through a server on another MVS
machina. Since 6.07, tha SAS program or sarver could execute
oh MVS while the other exscuted on CMS because both MVS and
CMS execute on the same IBM® 370 machine architecturs.

In the fall of 1993, experimental code was raleased which allowed
access batwean a SAS program exacuting on ane machine
architecture and a server nunning on another architectura. For
exampla, a Windows SAS program could access a library on a
MVS server. This cross-machine architecture capabllity has been
enhanced and is now production.

When accassing a data library through a saerver on a differant
machine architectura, only SAS data sets may be read and
writien. SAS catalogs and utilty fles can not be read and
converted 1o another machine architacture by remote ilbrary
sarvices, Note that SAS views, Inciuding SAS/ACCESS® views of
DBMS tables, are a type of SAS data set, 0 DBMS tables on
remote machines can also ba accessed through a server on a
differsnt machine architecture. This will be more apparent as we
discuss the architecture later.

Open Access to SAS Data

SAS Instituie has bseen interested in the open standards work for
database accass and are members of the SQL Access Group
(SAG). Several years ago, Microsoft modified and enhanced an
oarly draft of of the SAG-CLI and incorporated it in thelr Windows
Open Systems Archltecture (WOSA) as the Open Database
Connectivity (ODBC) interface. This Is the first commercially
avalilable implementation with significant market penetration and
Independent Software Vendor (ISV) support. (We'll see later that
the ODBC implementation in Windows s vary similar o the SAS
Muttiple Engine Architecture.) Many Windows appiications and
application tools such as Microsoft Word, Visual Basic, and the
SAS System itself can utilize ODBC to access data in other

DBMS systems.

An ODBC driver fo access SAS data from ODEC applications was
released In the summer of 84. This driver communicates with a
SAS server to accass SAS data. The server may execute on the
same machine, a remote machine with the same machine
architecturs, or a remote machine with a different machine
architectura. So, a Microsoft Word document (or other ODBC
application) running on Windows 3.1 or Windows NT will bs able
to access SAS data on MVS (or on any machine in the network
Including malnframes, minis, and workstations.)

Some users have desired the abllity {0 access SAS data from



other programming languages and tools. A library of routines is
currertly In development for passing querles 1o a SAS server from
a C program. This runtime library is belng Implemented for the
major Unix platiorms and poris to other client hosts are currently
being Investigated. The Iibrary will aliow non-SAS client programs
written in C to access SAS data through a SAS sarver anywhere
on the natwork. Simllar interfaces for ather programming
languages ara also under consideration.

Expanded Use of SQL Passthru

In order to fully implement the features above, we have expanded
the use of SQL Passthnu. Originally, SQL Passthru was designed
1o allow the SQL procaessor In the SAS system to accept SQL
statements with the syntax of other DBMS systams and send
those statements directly fo the DBMS for exscution. For
example, PRQC SQL can send SQL statements directly to a
DB2* sarver for execution,

With remote library services, the SQL processor can send an SQL
statement through a ramote SAS server 10 a DBMS system on the
remote machine,

The SAG-CLI and ODBC standards for open access o data are
based on the SQL language. The SAS SQL processor has been
anhanced to accept SAS SCL statements through the same
Intarface that H uses to pass PBMS SQL statements to a DBMS.
Other modules have been added 1o accapt the ODBC AP,
convart it to appropriate SAS SOL statements, and send it to the
SAS SQL processoer for execution through this passthru AP, That
architecture will be explored further below.

ODBC and Multiple Engine Architecture Basics

it is interesting o compare and contrast the ODBC and Muttiple
Engine Architectures. This section overviews the architectures
and highlights thelr similarities and differences.

Architecture Layers

Figure 1 illustrates the basic components of ODBC and MEA.

An QDBC application calls ODBC functions In the driver manager
to submit SQL statements and receive results. The driver
manager loads and fransfers calls 1o the appropriate driver. The
driver processes the ODBC function cails and translates them into
the necassary funciion calls or actions 10 access a data source,
The data source is the daia that the application wants 1o access
along with any operating system, database server, and
communications software used to access the daia.

SAS applicaticns are composed among other things of
procedures, DATA steps, and SCL code. These application
components in turn access SAS data sets by calling routines In
the engine supervisor, Depending on the type of SAS data
source, the engine supervisor loads and calls an appropriate
engine to access the data source. In figure 0 a tape data source
and disk data source are depicted. Many other data source types
are possible as we will see.
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Application Programming interfaces (API)

The Application Programming Interfaces really define the data
model and methods to access data avaliable to application
programs from ODBC drivers or SAS engines. A full description of
the API's Is beyond the scope of this papar.

Beacause different data sources are capable of providing different
functicnality, not all drivers and englines provide the complete
functionality of the API's. In both architectures, a part of the API
are informational interfaces which the application can uss to query
the driver and engines about thelr conformance or support for
other API functions.

ODBC APt

As stated In the introduction, the ODBC interface between the
apptication and the ODBC manager and driver is based on the
SOL language. This includes routines to:

® connect to a DBMS,

& pbiain descriptions of the tablas and columns available,

= gxacute SQL statements,

@ retrieve resulis,

e disconnect from a DBMS.

The intarface between the ODBC manager and the driver is
almost the complete QDBC API. The primary purpose of the
manager Is to load the appropriate driver for a data source. It

does provide some initialization services and validates
parameters and sequencing for application ODBC calls.

SAS API

The AP| between the application components and the sngine
supervisor for SAS data set access Includes both navigational and
SQL set based interfaces.

The navigational interface includes routines to:
® apen a SAS data set,

® pbtain descriptions of the variables {columns) and indexes if
any,

® read, update, or add records {rows or cbservations),



# fetch or replace variable values in the record buffer,

® restrict access 1o records qualified by a whare clause,

® posiion data set or index to a paricular racord or key value,
® close the SAS data set.

The navigational interface betwean the engine supervisor and the
engine Is a subset of 8AS dala set functionality. Common
setvices in the engine supervisor remaves the requirement to
duplicate all functionaiity in each engine. In particular, routines to
fetch and replace variable values in record buffers are common
sarvices and not passed to each engine. Instead, the angine
transfars records betwaen the engine superviscr and the data
source.

Some functions may be executed by common services in the
engine supervisor or by the engine. Tha engine and angine
supervisor shake hands and give the processing to the angine If it
can optimize the processing. For example, restricting access o
records qualified by a where clause may be performed by the
engine. Gommon services in the angine supervisor are used if the
engina does not support WHERE clause processing.

The SOL set interfaces are similar to dynamic SQL and the ODBC
APl and is refeired 1o as the SQL passthru AP! since the
application is raally communicating directly with the engine.
Passthru Iinterfaces are provided to:

*® connect to 2 DBMS,

® prepare, describe, and open SQL SELECT stataments,
* exaculs other SQL statements,

® rotrieve results,

® disconnect from a DBMS.

Driver and Engine Classifications

it's convenient 1o classify drivers and engines inte several groups
that share similar attributes. Figure 2 shows basic driver and
engine typas:

® singte-tier and multiple-tier drivers,

» native, view, and remote engines.

Engine Types

Singa~tier Drivars
Multiple—tier Drivers

Flgure 2
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Single-tler Drivers and Natlve Engines

Single-tier drivers and native enginaes are similar in that thay each
diracly access the data files assoclated with the data sources.
They each contaln the logic to process the API requests through
oparating system functions to access the appropriale data files,
exiracting the correct data, and delivaring the requested resuits.
While the operating system may use file server technology to
store the files on a diffarent machine, we assume the filas are
stored on the machine where the engine executes and do not
consider that a form of remote access in this paper.

Single-tier drivars process SQL raquasts which are frequently
restricted to single tabie access. They generally map to simple yet
popular PC file formats such as DIF, WKS, DBF.

Native engines process navigaticnal requests for data that is
slored In a SAS systam defined format. The most important native
engine in any reieasa is the BASE (or current varsion) engine. It
implemants ail tha full functionality of the curent release SAS
daia set model in the most oplimal manner for disk access.
Compatibitity englnes support back release formats of the BASE
engine. Saquential engines store SAS data sets on ssquential
access medla such as tape. The transport engine stores SAS
data sets in a formatl that can be read by another machine type.
Only the BASE engine is guaraniesed to directly support all the
functionality of the current SAS data set modal.

Multiple-tier Drivers and other SAS Engines

Multiple-tier drivers are similar o the remote engine and
SAS/ACCESS engines in that they send requests to another
process called a server for processing. The sarver process may
execute on the same machine as the application or on a different
machina.

The multiple-tier deiver simply converts the ODBC functions 1o the
appropriate API functions calls for the data source. The data
source is then responsible for communicating the request 1o a
database server and retumning the resulis.

SAS Engine and SAS Driver Processing

This section discusses the actual processing of SAS engines and
the SAS/ODBC Driver. While it Is not necessary to know this
matarial in order to use the engines or driver, it Is ussful when
discussing the optimizations for accessing data from multiple
sources.

View Engine Processing

Views are a type of SAS data set which are maierialized from
other data sources based on dascriptions of the other data or
procassing instructions which are stored in a VIEW file. A VIEW
file is processed by a particular view engine 1o materialize the
SAS data set It represents.



Common processing of view éngines is depicted in figure 3.

; View Procassing

View Files. stored In native By

contsin date descriptions or instructions.
Engine Superviser:

opans View file,

reads headsr record,

loads and calis View Engine,
View Engine:

reads descriptiona or instructions,
Data [Sources ./ accesses other date sources,

medecialbes SAS data records.
View SAS Formelted
File Data Library

Figure 3

The application requests that the engine supervisor open a SAS
data set with a particular name In a library that is accessed by a
native engine.

The engine supervisor determines that the name references a file
of type VIEW instead of type DATA. It calls the native engine to
open the view file and read the view header record. The header
record contains the name of the engine that processes this view.
The supervisor loads and calis the view engine to complets
opening the SAS data set. The view engine reads data
descriptions or instructions from the view file and closes k. it
opens other data sources to complele the open processing.

All subsequent access to the open SAS data set Is passed 1o the
view engine. It accesses data from the other data sources and
materaiizes SAS data records for the engine supervisor.

tn the remaining discussions of view engines, access 1o the VIEW
fila Is ignored except where | plays a particular role in remote
access,

in this paper, the term logic engine Is introduced 1o refer to view
angines that pregrammatically access data in other sources
according o stored program logic in a VIEW file. Figure 4 depicts
and describes the two logic engines in the SAS System today.

Logic Engines

SQL View Engine
View = stored SQL query
Engine = SOL processor with engina AP
Selacts, filters, joins, and/or summarioes date
from one or more SAS cala sele
DATA, Step View Engine
View = giored DATA step program
Engine = DATA otop procosso’ with engine APl
Exacutaa any DATA step logic reading and writing
ecamal fles anc/or SAS data eels

SAS Formetted
Data Likxary

Figure 4

The SQL view engine processes stored SQL. querles to select,
filter, Join, and summarize dala from one or more other SAS data
sets. The DATA siep view angine processes stared DATA step
programs which read and write data from either external flles or
SAS data sets. In both cases, the engine processor Is a
programmable component of the SAS system that is normally
exacuted as an application and accesses SAS data sets through
the engine supervisor. Figure 4 depicis that these processors stilt
access other SAS dala sets through calls back fo the engine
supervisor. :

it is worth noting that the SQL processor will liself determine if
some of the referenced SAS data sets are SQL VIEW files. In this
case, the SQL processor iteratively reads In ail referenced SQL
VIEW files. it then transforms the combined SQL SELECT
statement Into an optimized access strategy. In version 6, it does
not retransform and optimize the SELECT statement if an
additional WHERE clause (s specified after this initial optimization

-when the view s opened. These addiional WHERE clauses are

treated as filters of records that are retumed by the original
access stralegy. In some cases this Is optimal but in others a
retransformation would significantly optimize a joln strategy. You
can force the WHERE clause to be used by defining a new view
which applies the WHERE clausa to the original view.

The DATA siep view engine does not optimize access according
to WHERE clauses specified for a view. The engina suparvisor
always filters tha records that are retumed from the DATA step
view.

SAS/ACCESS engines are used 10 access data in other formais.
In most cases, the data is formatted by a DBMS and the engine
uses the DBMS 1o access the data as depicted in figure 5.

@ SAS/ACCESS Engines

Procedures View describes data in other
DATA S fmels Gy 089 [ RIS
Engine converts Engine APl | Server
Ercio Superviecy fo DBMS functicn calls :
DBMS funclions communicete)|
with DEMS Server 1o : Deta Acosss
access the daimbuse |
Some ACCESS enginee read | ﬁ@
BASACGESI M4 — | and wite ather formats !
| | _ DBMS
e e 4 tog
Flgure 5

Tha view file itsel contains descriptions of the data that Is In the
DEMS table. The engine converts regquests to access records
from the engine supearvisor to the appropriate DBMS gystem
function calls. The DBMS function calls usually communicate the
request with a DBMS server 1o access the database. Record data
(rows) are returned through the DBMS functions to the engine,
engine supervisor, and application program.



Remote Engine Processing

The remote angine is used to access SAS files through a SAS
sarver for one of two reasons:

# to share update access to the SAS file with other SAS
programs reading or updating the same file,

@ to access a SAS file on a remote machine where the server s
executing.

As depictad in figure 6, the remole engine communicates the

engins funcon request o a mirror task for the user in the serves,
The mirror task cails the real angine o access the data.

; Remote Engine < -~> Server

Procedures SAS Server RE. passes Engine APl
and / or to Mimor Task In Server
DATA Steps

M.T. calls real enging

oo |

Comm Optimizations:
Whare Filter in Server

Lo e
|

Engine ff
SAS/SHARE Server
supports muliple users
SAS Formatted
Data Library
Figure 6

Accessing a SAS file through a server is always slower than
directly accessing the file because of the exira code to
communicate the request and pass it to the engine in the server.
The response time cost of this communication increases when the
server is executing on a different machine than the application
program and varies amongst different communications protocols
and network topologies. Optimizing the communications costs is
essential in remcte data access applications.

The remote engine does optimize access time by reducing the
number of communlcations beiween the ramote engins and the
server. Not all engine calls result in calls to the server. If the call Is
requesting descriptive information retrieved when the SAS file is
opened, no new communications are reguired. In addition, the
senver retums information about each record with the retrieval
call. it returns muttiple records in one cail for sequential input
access {and for random input access if the TOBSNO= option was
specified). Subsequent requests for information or records which
the remote engine already has in it's control blocks or buffers, do
not result in communications to the server.

The application program or user can also reduce the number of
communications by utilizing WHERE processing. The remots
engine always telis the engine supesvisor that it can optimize
WHERE processing and passes the WHERE clauses to the
sarver. The server then shakes hands with the real engine io
determine if the engine or the server will quality records with the
WHERE clause. In either case, only records that qualify are ever
sent back across the communications link to the remote engine.

As stated in the Introduction, the remote engine and server were
required to execute on the same machine architecture until
experimental code was released in the fali of 1983. That
restriction has now baen liftad for SAS data set access. The
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remote engine and server now transfer information on each others
architecture when communications are established. If the
architectures differ, machine code is generated to translate the
data streams with the following priorities:

1. the remote engine assumes responsibliity (translates directly
to and from the server representation) If it can,

2. the server assumses rasponsibility {translates diractly 1o and
from the remote engine representation) if it can,

3. they share responsibitity (each side translates to and froma
transport format).

Only those pieces of data which nead to be translated are
translated. By generating machine code, the fastest translation
path tength is produced.

SAS ODBC Driver Processing

ODBC application access to SAS data is depicted in figure 7. It's
easy to sea that the SAS ODBC driver is a multiple-tier driver. The
data source components of the SAS implementation consist of a
SAS server accessed through a Remote Engine Emulator and
Communications Access Method Emulators.

ODBC Access to SAS Data

SAS Server

SAS Formattsd
Data Litrary

Figure 7
The SAS ODBC driver converts the ODBC AP 1o the passthru

‘APl and calls the remote engine emulator. The remote angine

emulator formuiates the correct communications messages and
calls the appropriate communications access method emulator 1o
sond the request to the SAS sarver and racelve the responss. in
the SAS server, the communications and requests look almost
identical to requests from a SAS application using the passthru
API. The request is passed to the Passthru AP of the SQL
processor in the SQL engine. it then processes the SQL query or
statement as it would from any other source. The results are
reiumed from the sarver through the emulators to the driver.



Accessing Distributed Data from Multiple Sources

Multiple Engine Architaciure and the many enginas in the SAS
system maka it possible to access data from multiple sources in
many different ways. We must first undersiand ways to merge or
join data from muitiple sources in a nen-distributed environment
before wa can fully discuss the distributed case.

Joining/Merging Data in a Single SAS session

Two cases of interast ars jeining SAS data with DEMS data and
joining DBMS data with DBMS data.

Joining SAS Dails with DBMS Data

A logic engine can be used to join or merge data from multiple
SAS data sets. Soma of the SAS data sets may themselves be
SAS/ACCESS views of DBMS data. Figure 8 illustrates a logic
angine accessing data from a native engine SAS data fila and a

SAS/ACCESS view of a DBMS table.
# Joining SAS data and DBMS data
and /ures wo:::m data st
or
DATA Steps Pk ks DBMS
racords from data sats
Engins Superviecr Creatse toquatiad meccvd | Server
{ for engine supenvieo: :
[
|
|
|
|
[
|
[

Figure 8

An SQL view simply references the SAS data file and the
SAS/ACCESS view as the SAS data sets in the FROM clause of
the SELECT statement (and spacifies the proper joining
conditions In the WHERE clause).

A DATA, step view might either:

& rafarance the SAS data file and the SAS/ACCESS view in &
MERGE statement with a BY statemant to specify the merging
criteria, or

@ programmatically access daia from sach source through
muitiple SET statements.

It is worth noting that the DATA step processer in MERGE
processing with a BY statement will sand WHERE statements to
the SAS/ACCESS angine and DBMS server to selact rows that
maich particular BY group values read from the SAS data fils.
This may be more optimal than reading all rows from the table
when there are few BY groups in the SAS data file, lots of rows In
the DBMS table, and the DBMS table has an index on the BY
variables. It may be less optimal In other casas.

The SQL processor will use indexes to optimize join processing,
but the SAS/ACCESS englnes in verslon 6 can not surface full
index processing like the BASE sengine. This means that the SQL
processor cannot oplimize access with knowledge of DEMS
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Indexas in version 6.
Joining DBMS Data with DBMS Data

Loglc engines are an effective solution for joining or merging data
from two or more SAS/ACCESS views of database tables whan:

® the database tables are In different servers, or
* the server can not duplicate the program logic in the view.
As depicted in figure 9, two separate and Independent opens of

DBMS tables resulis from a loglc visw accessing two
SAS/ACCESS views.

=

Joining DBMS data and DBMS daia

Frocedures Use Logis Engine when:
and / or Tablew In cifleront servers, ;
DATA Steps Serer can ot dpkoss o] 3] DBMS|
_>r———‘——| Do NOT use for SQL joins that | Server
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oo Engie | Altemetives; |4
e Dot View inOBvs, ||| Du Accoss
Use SOL PASSTHAU :|
I
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—ul ¥
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|L _________ || mm
e e 4 Log
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The SQL view engine and DATA step view engines behave in the
sama manner as when jeining SAS data files with SAS/ACCESS
views which was described above. . :

If the view iogic Is an SQL join of database tablas which can be
processed by the DBMS sarver, then it is usually far more efficient
to aliow the DBMS 1o procaess the join than to bring all the data
back to a logic sngine in the SAS system to process the join. This
is consigtent with a general optimization rule for remote data
access that says: "Move data selection and manipulation logic as
close to the data sources as possible.”

There are two possible ways to get the DBMS server to process
an SQL join. One way is to define a view in the DBMS itself that
joins the base tables, In this case, a single SAS/ACCESS view
that describes the view of the joined DBMS 1ables can be
accessed without an Intervening logic engine in the SAS sassion.
However, there is overhead to defining a view in & DBMS which
you may nhot want 1o incur for a one time join: strategy. You may
also find you are not aliowed to define DBMS views in the server.
For these cases, you should use the passthru facility of SAS SQL
depicted In figure 10.



Figure 10

The SQL processor sends statements in the DBMS's dialect of
the SQL language directly to the DBMS server through the
passthru AP in the SAS/ACCESS engine.

To establish a connection directly with the DBMS, you Issue a
conriect statement to the SQL processor specifying the
SAS/ACCESS engine name and explicit DEMS options In
parentheses. For example:

CONNECT TO DPB2 (SSIDxDB2T):

QOnce you have a connection, you can pass DBMS syntaxad
SELECT statements to the DBMS by enclosing them in {’s and
precading them with SELECT * FROM CONNECTION TO dbms.
For example:

SELECT * FROM CONNECTION TO DB2
{SELECT NAME, COLCOUNT
FROM SYSIEM.SYSTABLES
WHERE CREATORe"MYAUTHID’);

Or you can execute other statements. For example:

EXECUTE (CREATE TABLE FOO
{BAR CHAR(3).,
GOOMBAH NUMERIC))
BY DB2;

You terminate a connection with the disconnect statement. For
axample:

DISCOMNECT FROM DB2j

8GL passthru statements can be used elther directly from PROG
SQL or stored in SQL views for execution by the SUL view engine
when the view is accessed as a SAS data set by other SAS
applications.

Joining/Merging Data that is Remote

The general optimization rule for remote data access that says:
“Move data selection and manipulation logic as close to the data
sources as possible.” is the underlying theme of this section.

Local Data with Remote Data

Jolning local SAS data with remote data can ba accomplished in
the same manner as joining SAS data with DBMS daia dascribed
above. That is, you can use a DATA step or SQL view angine in
the local SAS sassion to refarence both local SAS data sets and
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remote SAS data sets as illustrated in figure 11.

Logic Engine:
Opene each dais set
Faade ond menjpulsies

records from dats sets
Cradies recusstad recced
for engine supenisor

SAS Formattad
SAS Formaited Dala Library
Data Library
Figure 11

In the section on loglc engine processing, it was noted that both
the SQL view engine and the DATA step view engine would treat
a WHERE clause applled to a view as a filter of the records
returned. it was pointed out that the SQL view engine would use
the WHERE criteria In an optimized access strategy if a new view
was defined that applied this WHERE clause to the original view.
This tachnigue may be sven more Important when one of the SAS
data seis is accessad remotely as in figure 11. It will cause the
WHERE clause criteria to be pushed across to the server so that
only appropriate records are sent back to the SQL engine in the
local sassion.

All Remote Data

Whan ali the data 10 be Jolned Is in a remote server environment,
it Is often most efficient to join the data in the server environment.
The remcte engine / server architecture and MEA makes it
possible to execute view engines in the server environment.
Figure 12 illustrates exscution of a logic engine in the server
environment.

Joining Remote Data in a SAS Server

[ TProcedures SAS Sorver | Server Engine ey be &
and / or I Logis Engine
DATA { User
i Engng Superisdt | Taok
Engine Supsrviecr | I Logic processing executes
% _ in darver saRgion;
[ "] * increnses eerver CPU
t| I U Engre * decreanes Commurications
Enginerk— =~
SAS Formatted
Daia Librasy
Figure 12

Using legic engines in the server environment may increase
server CPU consumpfion but will usually decrease
communications between the remote engine and server. This
decrease is espectally significant when the view processor
produces a small set of data records from large data seis.



View engines are normally executed in the server environment i
the view definition is stored in a library accessed through the
sarver. You must be careful when utilizing the technique of
defining a new view with a WHERE clause applied to an exisiing
SQL view in a server iibrary. The new view must also be defined
in the sarver library in order for the WHERE clause to be included
in the optimized access stategy.

If you do not want the view engine to execute in the servar
sesslon, add the option RMTVIEW=NO {o the LIBNAME
statement that accesses the fibrary with the VIEW file through the
server. RMTYIEW=NQ 1elis the engine supervisor to read the
VIEW file header Into the local session and invoke the specified
view engine there. It also allows the SQL processor to iteratively
read remote view definttions, thus preventing the 8QL view
engine from being executed in the server. ifthe seiverisa
different machine architecture, the VIEW file can not be accessed
by the local engine supervisor and tha server will execute the view
engine regardiass of the RMTVIEW= option setting.

Accessing Remote DBMSs

SAS applications may be able 0 access remote DBMS data in
two ways. If the DBMS system facliities support remote data
access, then it's possible that a SAS/ACCESS view accessing the
DBMS local functions can access a remote DBMS server,
Altematively, the SAS application can use the remote engine and
server architecture to exscute a SAS/ACCESS engine in a remote
server to access a DBMS on the server machine.

DBMS Facilitles for Remote Data Access

It's beyond the scope of this paper to describe all the capabilities
of sach DBMS systam for remote data access. Thers are however
two basic models; direci client to remote server communications,
or cilent 1o local sarver to ramole server communications.

The former mode! is similar to that used by the SAS remote
engine to sarver. Client applications directly establish
communications links o the remote server without any intervening
local database server. Most DBMS systems implement this model
and require specific client sofiware for networked access through
propristary communications message formats and protocols to
their DBMS server, The ODBC and MEA architectures allow for
this by convesting the APis to the DBMS APIs in the drivers and
enginss, allowing the DBMS functions to handle communications.

The intervening server model is Hlustrated in figure 13.

E Remote DBMS Access through Local Server

and /
DATA Swps | | .| DBMS | DBMS
Iamsm | } Local { |Remote
|| Server { Server
| [l <~ [camromm
|
|
|
DBMS DBMS
g froaed
Figure 13
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The appiication program uses DBMS functions to access a “local’
server, The local server determines that the database to access Is
on a remote server machine and routes the access request to the
remote machine. Note that the definition of local versus remota
setver may difer by environment. In a LAN environment, the term
local server may include any server on the local LAN with the
same basic machine archiiecture as the client application. The
remote server is generally a server either on a different machine
architecture or accessed across a WAN.

An exampls of this model is implemented by IBM's relational
databasge systems. A client application on 08/2® typlcally
accesses a local DB2/2™ server which may route the requestto a
remote DB2 or SQL/DS™ server.

Remots Data Access Through s SAS server
A SAS application can access a DBMS through a SAS server by

defining the SAS/ACCESS view in a server library. This s
Hustrated In figure 14.
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Dalabasesm
1og

Figure 14

This combination works when the application and both servers are
on a local machine but is not a recommended solution for that
environment. In that environment, the SAS/ACCESS angine In the
SAS application session can directly access the DBMS setver and
will resuit in lass communications. To directly accass the DBMS
server from the SAS application session, either put the
SAS/ACCESS VIEW file in a library not accessed through the
server or add the option RMTVIEW=NO to the LIBNAME
statement that accesses the library through the server.

The combination Is useful when the two sarvers are on a remote
machine and:

* the DBMS facilities don’t provide a way t¢ access the remote
DBMS server so a local SAS/ACCESS engine can not be used,
or

# you don't license the necessary sofiware (SAS/ACCESS and/or
DEMS network access software) on the application machine, or

® you want to Join or merge the DBMS dala with other data on
the remote machine as depicted in figure 15,
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=

Figure 15

By moving the logic processing 1o the same machine where the
data sources reside, network communications with the application
session are reduced.

Just as It is useful In a single machine environment to pass join
processing to the DBMS [f it can do it (see DBMS data with DBMS
data above}, it is best o do so in a remole server environment.
Figure 16 lllustrates using the SQL procassor in the local sesslon
to send DBMS syniaxed statements through the remote engine,
server, and SAS/ACCESS engine in the server to the DBMS for
exacution.

Remote SQL Passthru
SAS Server

b e
!

Figure 16

To make this connaction, tha passthru CONNECT statement
speciies the REMOTE engine and in parenthases the name of
the server, the nama of the DBMS (SAS/ACCESS engine) and
DBEMS arguments, For example:

CONNECT TO REMOTE
(SERVER=SASSERVE
DEMS=DBE2
DBMSARG= (SSID=DB2T))
AS DB2T:

Onca a connection is established, the sams SQL PASSTHRU
statements described earlier can be used {o send statements for
exacution In the remote DBMS system.
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It is worth noting that a multi-user server appears 1o the DEBMS as
a single user application and DBMS authorization is based on the
access rights of the server in the DBMS. You can still provide
security for the DBMS In this environment by limiting access to the
servar with server access password and/or utllizing passwords on
SAS/ACCESS views in the server,

In a multi-user sarver the DBMS’s do not treat each user as a
separate transaction environment that can be independently
commitied or rollec back. For this reason, update access 1o
DBEMS's through a multi-user server is prohiblted.

We have introduced a new single-user sarver with remote library
services. The single-user server runs in a remote
SAS/CONNECT® session and only sarves data access roquests
from tha local SAS/CONNECT session. Since the remote SAS
session runs with the authorization of the userid that created it,
the DBMS authorization controls for that userid ars effective. in
addition, update access is allowad through the single-user server
since the one local SAS session is executing the application,

CONCLUSION

MEA is Extremely Flexible

The modular structure of Multiple Engine Architectura allows you
to accomplish 1asks In many ways by various combinations of the
englnas. Figure 17 combines most of the previous SAS figuras
Into one. 1 hape you can relerence this diagram and paper to
effectively combine the facllities avaltable foday in the SAS

System.

Figure 17

SAS Server and MEA extends capabilities of ODBC
Applications

While the primary motivation of the SAS/ODBC Driver
implementation is to allow OPEN access of SAS formatted and
managed data from other non-SAS applications as some of our
users have requested, it's imporiant to remember that Multiple
Engine Architecture in a server environment allows you to join and
merge data from many sources and in many ways. Figure 18
llustrates ali the additional capabilities from an OD8C application
environment.



ODBC and MEA - All the Pieces
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Figure 18

From the SQL logic engine you can:
® gecess SAS data files through the native engine,

@ access extemnal files through DATA step processor with a
DATA step view,

® access DBMS data through SAS/ACCESS views,

® access DBMS data through SAS SQL views containing SOL
passthru statements for the DBMS, and

® join and merge data from these sources through SQL
siatements or DATA step programming logle.

The architecture will also allow an ODBC application to send SQL
statements through the server and a SAS/ACCESS passthru
interface to a DBMS without using the SQL processor in the
server exacution as depicted by the line from the user task directly
1o the SAS/ACCESS passthru AP). However, the SAS/ODBC
Driver doas not provide the same level of ODBC conformancs
whan by passing the SAS SQL precassor. Wa've found many
ODBC application packagas nead level 1 conformanca,
Therefore, we have not expendad resources testing this
capabilify. You may find it adequate for writing custom ODBC
applications for known databases and tables. If you are Interasted
in trying this, contact Technical Support at SAS Institute.

Future Plans

Wa plan to support mors standard API's for open data access to
SAS data as they are adopted by the software community and
requested by our customers, We will also consider providing a
propristary SAS API callable from C programs in environments
where no standard AP! is emerging. if you have an interest in &
particular standard and cperating system - plsase convey your
interast 1o both the author and the SAS Marketing division at SAS
Institute.

Wo also intend to study ways 16 improve our processing and so
that wa can make more intelligent processing decisions for you.
For example:

1. We want to be able 1¢ retransform and optimize SQL accass
strategies when a new WHERE clause s given. However, we
don’t want to do that if we've already accessed all the data
and have a relatively small result set that could be filtered with
the new WHERE clause. Different decisions are appropriate
for different cases and may produce different result sets in a
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concurrent access environment.

2. Wa are considering adding another key type to the SAS data
modal In version 7 that could be used for equality matching
only. Soma SAS/ACCESS engines will then Identify DBMS
indexes as these resiricted use keys. The SQL processor will
then usa them and the engine will convert this rastricted key
intarface 1o the appropriate WHERE clause. Again, thers are
cases where this Is more sfficient and others where itis less
efficient, Some of the criteria will depend on the DBMS.

Ultimatsly, wa need to give the programmer the ahility to force
one decislon or ancther aven if we improve our ability to optimize
the default behavior.
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