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ABSTRACT

Accass to data from the SAS® System is constantiy being
axpandadandanhanoed:Transparantamtoremoledata!s
now avallable when the local and remote machines have different
architectures. And another new feature opans access fo SAS data
to applications that utliize the ODBC AP}, such as Microsoft Werd.

These new features are bullt on a modular system architectura
that often provides more than ona way to accomplish a given
distributed data access task. To choose the best method, ltis
advantageous %o understand the processing performed by the
compenents of Muitiple Engine Architecture. Fulure
enhancaments for remote and open data access are also
dependent on this architecture.

This paper introduces the new foatures but concentrates on the
architecture and it's implementation. If you simply want o know
how 1o use the jeatutes, reat the introduction and selected
raferences at the end of this paper. ¥ your Interest extends to
optimizations and processing details, you should find the bedy of
this paper informative.

Readars are also encouraged 1o also read the paper by Cheryl
Gamer, "The SAS® Systam: A Complste Client/Sarver Solution®
{see the list of references at the end of this paper). That paper

and contrasts remote library services to other
cllent/server features of tha SAS System. For many SAS
applications, these other features may provide enhanced
performance. .

INTRODUCTION

The new features and thair functionality are overviewad in this
INTRODUCTION". A better understanding of the features will be
gained as the architectura of the system and its components Is
explored In the next part of the paper, *ODBC and Multiple Engine
Architecture Basics’. Techniques for optimizing distributed data
accass ars primarily covered in "Accessing Distributed Data from
Multiple Sources”.

Remote Library Services

Remots Library Services allows a SAS program 1o access a SAS
data library on another machine as if the data library were on the
locat machine. The program accesses the data library through a
SAS server on the remote machine.

To access a remote library, the SAS program simply executes the
LIBNAME statement it would use on the remote machine with an

additional option which specifles the name of the server on the
remote machine:

LIBNAME xyz 'physical-library-nama’ SERVER=server_namae;
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SAS files in the remote iibrary can now be manipulated by SAS
programs on the local machine,

Remote library accass has been avallable through the
SAS/SHARE?® product for many years, but server access was
restricted to SAS programs running on the same machine
architectura. For example, a SAS program on one MVS machine
could access a SAS data library through a server on another MVS
machine. Sincs €.07, the SAS program or server could execute
on MVS while the other executed on CMS bacause both MVS and

. GMS execite on the same IBM® 370 machina architecture.

In the fall of 1993, experimental code was released which allowad
access between a SAS program executing on one machine
architacture and a server running on another architecture. For
example, a Windows SAS program could access a library on a
MVS sarvar. This cross-machine architecture capabllity has been
enhanced and Is now production. .

Whan accessing a data library through a server cn a ditferent
machine architecturs, only SAS data sets may be read and
wriiten. SAS catalogs and utility files can not be read and
converted to another machine architecture by remote library
servicas. Note that SAS views, Including SAS/ACCESS® views of
DBMS tables, are a type of SAS data set, so DBMS tables on
remote machines can aiso be accessad through a server oh a
differant machine architecture. This will be more apparent as we
discuss the architacture later.

Open Access to SAS Data

Some users have desired the ability to access SAS daia from
other programming languages and 1ools for a number of yeass.
Developing a propritary Intetface for aach of thesa languages
and toois has not been high priority at the Institute because of the
volume of Intarfaces and relatively small market addressed by
sach individual Interface.

SAS Institute has been interested in the open standards work for
database access and are members of the SGQL Access Group
(SAG). Wa believe that open standards for data access are the
only cost effsctive way (for the institute and its customaers) 1o
allow other programming languages and vendor producis to
interoperate with SAS data. The SAG Call Level Interface
{SAG-CLI) specification and it's derivatives are the most
promising standards for our use at this time.

Several years ago, Microsoft modifled and enhanced an early
draft of of the SAG-CLI and Incorporated ! In their Windows Open
Systems Architectura (WOSA) as the Open Database
Connectivity {ODBC) interface. This Is the first commercially
availabie, standard Implementation with significant market
penetration and Independant Software Vendor {ISV) support.
(We'll see laler that the ODBC Implementation in Windows s very
similar to the SAS Mullipie Engine Architecture.) Many Windows
applications and application tools such as Microsoft Word, Visual



Baslc, and the SAS System itsalf can utilize ODBC 1o access data
in other DBMS systems. '

An ODBC driver to access SAS data from ODBC applications Is
currently in development with a planned release in the summer of
4. This driver communicates with a SAS server 1o access SAS
data. The server may exacute on the same machine, a remote
machine with the sama machine architacture, or a remcte
machine with a different machine arehitecturs. So, & Microsoft
Word documant {or other ODBC application) running on Windows
3.1 or Windows NT will be able 1o access BAS data on MVS {or
on any machine in the netwerk including mainframes, minls, and
workstations.)

Expanded Use of SQL Passthru

In order to fully implement the features above, we have expandad
the usa of S0l Passthru. Originally, SQL Passthry was designed
to allow the SQL processor in the SAS system to accept SQL
statements with the syntax of other DBMS systems and send
those statoments directly to the DBMS for execution. For
example, PROC SGL can send SQL statements directly to a
DB2® server for execution.

With remots library services, the SQL processor can send an soL
statemant through a remote SAS server to a DBMS systam on the
remote machine.

The SAG-CL] and ODBC standards for open access to data are
based on the SQL language. Tha SAS SQL processor has been
enhanced to accopt SAS SQL statements through the same
interface that it uses o pass DBMS SQL statemenis 1o a DBMS.
Other modules have been added to accept the ODBC AP,
convert It o appropriate SAS SQL siatements, and send it o the
SAS SQL processor for execution through this passthru API. That
architecturs will be explored furthar below.

ODBC and Multipie Engine Architecture Basics

It is Interesting to compara and contrast the ODBG and Muliple
Engine Architectures, This soction overviews the archiiectures
and highlights their simiiarities and differences.

Architecture Layers

Figure 1 illustrates the basic components of ODBC and MEA.

An ODBC application calls ODBC functions in the driver manager
1o submit SQL statements and receive results. The driver
manager loads and transfars calls to the appropriate driver. The
driver processes the ODBC function calls and translates them into
the necessary function calls or actions to access a data source.
The data source is the daia that the application wants o access
along with any operating sysiem, database server, and
communications software used to access the data.

SAS applications are composed among other things of
procedures, DATA steps, and SCL code. These application
componients in turn access SAS data sets by calling routines In
the angine supervisor. Depanding on the type of SAS data
source, the engine suparvisor loads and calls an appropriate
engine o access the data source. In figure 0 a tape data source
and disk data source ara deplicted. Many other data source ypes
are possible as we will sea.
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Application Programming Interfaces (AP1)

‘The Application Programming Interfaces really dafine the data
mogel and methods to access data available to application
programs from ODBC drivers or SAS engines. A full dascription of
the API's is bayond the scupe of this paper.

Because differant data sources are capabls of providing different
funclionality, not all drivers and engines provide the complete -
functionality of the APF's. In both archifectures, a part of the API
are Informational interfaces which the application can use to query
the driver and engines about their conformance or support for
other AP functions.

oDBC AP

As stated in the introduction, the CDBC Interface between the
applmaﬁonandmODBCmanageranddrwerlsbamdonma
SQL language. This includes routines 10:

» connect to a DEMS,

® obtain descriptions of the tablos and columns available,

® gxecute SQL statements,

& refrieve resuits,

e disconnect from a DBMS.

The interfaca batween the ODBC manager and the driver is
almost the completa ODBC API. The primary purpose of the
manager is to load the appropriate driver for a data source. It

does provide some inltallzation services and validales
parametars and sequencing for application ODBC calls.

SAS APl

The API between the application components and the engine
supervisor for SAS data set access Includes both navigational and
SQL set based interfaces.

The navigational interface Includes routines to:

® opan g SAS data set,

» obtain descripions of the variables (columns) and indexes if
any,

& read, update, or add racords (rows or observations),
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® fatch or replace variable valuss in the record buffer,

@ rastict access to records qualified by a where clause,

e position data set or index to a particular record or key vaiue,
¢ close the SAS data set.

The navigational interface between the engine supervisor and the
anglne is a subset of SAS data set functionality. Common
setvices in the engine supervisor removes the requiremant to
duplicate all funciionalily in each engina. in particular, routines to
fatch and replace variable valugs in racord buffers are common
services and not passed to each engina. Instead, the engine
transfers records between the engine supsrvisor and the data
source.

Soma functions may be executed by common services in the
engine supervisor or by the angine. The engine and engine
supervisor shake hands and give tha processing fo the engine H it
can optimize the processing. For example, restricting access 10
racords qualified by a where clause may ba performed by the
engine. Common services In the engine supervisor are usad if the
engine does not support WHERE clause processing.

The SOL set interfaces are similar to dynamic SQL and the ODBC
AP and s reforred 1o as the SQL. passthru AP since the
application Is really communicating directly with the engine.
Passthru interfaces are provided to:

* connact to a DBMS,

® prapare, describe, and open SQL SELECT stalements,
« axecute other SQL statements,

® retrieve results,

¢ disconnect from a DBMS.

Driver and Engine Classifications

It's convenient to classity drivers and enginss into saveral groups
that shara simifar atiributes. Figure 2 shows baslc driver and

engine types:
® single-tier and muttiple-tier drivers,

e native, view, and remote engines.
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Single-iler Drivers and Natlve Engines

Slngle-tier drivers and native engines are similar in that they each
directly access tha data files associated with the data sources.
They each contain the logic 1o process the AP requests through
operafing system functions to access the appropriate data files,
exiracting the corract data, and delivering the requested results.
Whila ihe operating system may use file server technology 1o
store the files on a differant machine, we assume the files are
storad on the machine where the engine exacutes and do not
consider that a form of remote access In this paper.

single-tier drivers process SQL raquests which are frequently
restricted 1o single table access. They generally map to simpie yet
popular PC file formats such as DIF, WKS, DBF.

Native engines process navigational requests for data that is
stored In a SAS system defined format. The most imporiant native
engine in any releass is the BASE (or current version) angine. It
impiements al the full functionality of the current relsase SAS
data set modet In the most optimal manner for digk access.
Compatibility engines support back release formats of the BASE
engine. Sequential engines siore SAS data sels on sequential
access media such as tape. The transport engine storas SAS
data sets in a format that can be read by ancther machine type.
Only the BASE engine Is guaranteed to directly support afl the
functionality of the current SAS data set modal.

Multiple-tier Drivers and other SAS Engines

Multipte-tier drivers are similar to the remote engine and
SAS/ACCESS engines in that they send requests to another
process called a setver for processing. The server process may
execute on the same machine as the appiication or on a different
machine,

The multipie-tier driver simply converts the ODBG functions to the
appropriate API functions calls for the data source. The data
source Is then responsible for communicating the request to a
database sefver and retuming the results.

SAS Engine and SAS Driver Processing

This section discusses the aciual processing of SAS engines and
the SAS/ODBC Driver. Whila it Is not necessary to know this
matorial in order to use the engines or driver, it is useful when
discussing the optimizations for accessing data from muitiple
SOUrCes.

View Engline Processing

Views are a type of SAS data set which are materialized from
other data sources based on descriptions of the other data or
processing instructions which are stored in a VIEW file. A VIEW
file is processaed by a particular view engine to materialize the
SAS data set it represents.



Common processing of view engines is depicted In figure 3.

Figure 3

The appilcation requasts hat the engine supervisor open a SAS
data set with a pariicular name In a library that is accessed by a
native engine.

The enging supervisor determines that the nama refarences a file
of type VIEW instaad of type DATA. it calls the native engine 10
open the vigw fila and read the view header record. The header
record contains the name of the engine that processes this view.
The supervisor loads and calls the view engine to complete
opening the SAS data sat. The view engine reads data
dsscﬂpﬂonsorhwkucﬂonstmmmeviewﬂleanddoses it it
opens other data sources to complete the open processing.

All subsequent access to the open SAS data set is passed to the
view engine. it accessas data from the other data sources and
materializes SAS data racords for the angine supervisor.

In the remaining discussions of view engines, access fo the VIEW
file is lgnored except where it plays a particular role in remote
access.

In this paper, the term logic engine is introduced to refer to view
enginas that programmatically access data in other sources
according to stored program logic in a VIEW file. Flgurs 4 depicts
and describes the two loglc engines In the SAS System today.

Logic Engines

SOL View Engine
View = storsd SQOL quary
Engire = SOL procsssr wift angine APY
mmmmmm
4om ono O More SAS data wels
DATA Stap View Engine
View = stored DATA step program
Engine = DATA wiep processcr with enging APY
Sxculos sy DATA stop logic reading and witing
— mintngl Mo arciior SAS data sty

Figure 4
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The SQOL view engina processes stored SQL queries to select,
fiiter, join, and summarizo data trom ofé of mare other SAS data
sats. Tha DATA step view engine processes siored DATA step
programs which read and write data from either external files or
SAS data sets. in both cases, the engina processoris a
programmable component of the SAS system thatis nomally
executed as an application and accesses SAS data sets through
the engine suparvisor. Figure 4 depicts that these processors still
access other SAS data sais through calls back to the engine
supervisor.

1t is worth noting that the SQL processor will itsalf datermine i
soma of the raferenced SAS data sets are SQIL. VIEW files. In this
case, the SQL processor iteratively reads in all refarenced sQL
VIEW flles. It than transforms the combined SQL SELECT
statement into an optimized access strategy. In version 6, it does
not retransform and optimize the SELECT statement if an
additional WHERE clausa Is spacified after this Initial optimization
when the view is opened. These additional WHERE clauses are
treatad as filters of records that are retumed by tha original
access strategy. In some cases this is optimal but in others a
retransformation would significantly optimize a [oin strategy. You
can force the WHERE clause to be used by defining & naw view
which applies the WHERE clause 10 the original view.

The DATA step view engine does not optimize access according
1o WHERE clausas specified for a view. The engine supervisor
ahways filters the records that are retumed from the DATA slsp
view.

SAS/ACCESS engines are used fo access data in other formats.

In most cases, the data Is formattad by a DBMS and the engine
uses the DBMS 1o access the data as depicted in figure 5.

SAS/ACCESS Engines

roce View deccrivos daia in cther
OATA S0 s Gty OIS | HEMS
Engine converts Engine AP | Server
Engine Suprviecy t DBMS function cafls ‘|
DBEMS functions communicate|
wih DEMS Setvec to | | Deta Access
access the database |
S Some ACCESS engines reed | ﬁﬁ
SASACCESSIORNS] L and wite other formats :
| | _DBMS
| \ Databases Racovery
e e e e — 4 Log
Figure 5

The view file itself contains descriptions of the data thatis in the
DBMS table. The engine converis requests 1o access records
from the engine suparvisor 1o the appropriate DBMS system
funciion calls. The DBMS function calls usually communicate the
request with a DBMS server 1o access the database. Record data
(rows) ara returned through the DBMS functions to the engine,
engine suparvisor, and application program.

SESUG '95 Proceedings



Host Systems

Remote Engine Processing

The remote engine Is used to access SAS files through a SAS
server for one of two reasons:

® 1o share update access 1o the SAS file with other SAS
programs reading or updating ths same file,

® to accass a SAS file on a remate machine where the server is
executing.

As deplcted in figure 6, the remole engine communicates the
englne funclion request 1o a mirror task for the user in the server.
The mirror task calls the real engine to access the data.

; Remote Engine < —> Server

SAS Server RE. passes Engine API
and/ or o Miror Task In Sarver
DATA M cals rosl sngine
Enghe Supeniecy
Comm Optimizations:
Whers Fiter in Server
MOBing
Engine
SAS/SHARE Server
wppos multiple
SAS Formatted -
Data Library
Figure 6

Accessing a SAS file through a server is always slower than
directly accessing the flls because of the axtra code to
communicate the request and pass it to the engine in the server.
The response time cost of this communication increases when the
server is executing on a different machine than the apptication
program and varles amongst different communications protocols
and network topologles. Optimizing the communications costs Is
essential in romato data access applications.

The remote engine doss optimize access fime by reducing the
number of communications between the remote engine and the
sorver. Not ali engine calls result in calls to the server. if the call s
requesting descriptive information retrleved when the SAS file is
opened, no new communications aro requirad. In addition, the
sarver retums information about each record with the retrieval
call, It retums multiple records in one call for sequential input
access (and for random input access If the TOBSNO= option was
specified). Subsequent requests for Information or records which
the remote engine already has In it's control blocks or buifers, do
not result in communications 1o the setver.

The application program or user can aiso reduce ihe number of
communications by utliizing WHERE processing. The remote
angine always fells the engine supetvisor that it can optimize
WHERE processing and passes the WHERE clauses to the
satver. The setver then shakes hands with the real engine to
detarmine if the engine or the setver will qualify records with the
WHERE clauss. In elther case, only records that qualily are ever
sent back across the communications link to the remote engina.

As stated In the introduction, the remote engine and server were
required 10 exacute on the same machine architacture until
exparimental code was released in the fall of 1993. That
restriction has now bean liited for SAS data set access. The
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remote engine and server now transfer Information on each others
architecture whan communications are established. If the
architectures differ, machine code is generated to franslate the
data streams with the following priorities:

1. tha remote engine assumes responsibllity {translates directty
to and from the server representation) i it can,

2. the server assumes responsibliity (translates directly to and
from the remote engine representation) i it can,

3. they share responsibility (each side transiates to and from a
transport format).

Only those pieces of data which need to be transiated are
wranslated. By gensrating machine code, tha fastest translation
path length is produced.

SAS ODBC Driver Processing

QDBC application accass to SAS data Is deplcted in figure 7. #'s
easy to see that the SAS ODBEC driver is a multiple-tier driver. The
data source components of the SAS implemnentation conslst of a
SAS server accessed through a Remote Engine Emulator and
Communications Access Mathod Emulators,

ODBC Access to SAS Data

SAS Server

Figure 7

The SAS ODBC driver converts the ODBC API 1o the passthr
APt and calis the remote engine emulator. The remote engine
emulator formulates the correct communications messages and
calls the appropriate communications access method smulator to
sand the request fo the SAS server and recelve the response. In
the SAS server, the communications and requests look almost
identical to requests from a SAS application using the passthru
API. The request is passed to the Passthru APl of the SQL
processor in the SQL engine. it then processes the SQL query or
statement as it would from any other source. The resuits are
ratumed from the server through the emulators to the driver.



Accessing Distributed Data from Multiple Sources

Multiple Engline Architecture and the many engines in the SAS
system make it possibla 1o access data from multiple sources In
many difforent ways. Wa must first understand ways to merge or
joln data from muHiple sources in a non-distributed environment
before wa can fully discuss the distributed casa.

Joining/Merging Data In a Single SAS session

Two cases of interest are jolning SAS data with DBMS data and
joining DEMS data with DBMS data.

Joining EAS Data with DBMS Data

A logic engine can ba used to join or merge data from mutiiple
SAS data sets. Some of the SAS data sets may themselvas be
SAS/ACCESS views of DBMS data. Figure 8 itustrates a loglc
engine accessing data from a native engine SAS data file and a

SAS/ACCESS view of a DBMS table.
; Joining SAS data and DBMS data
Procedures Logls Engine:
md[or Opens aach dets st
DATA Paacs anc aricuiee I_,DBMS
L] | ammmms || s
{ for anging supsrvieor :
: Pn—
[
|
|
I
i
i

An SOL view simply references the SAS data file and the
SAS/ACCESS view as the SAS data sets in the FROM clause of
the SELECT statement (and specifies the proper joining
conditions In the WHERE clause). )

A DATA siep viaw might either:

e reference the SAS data flle and the SAS/ACCESS view in a
MERGE statoment with a BY statement 1o specify the merging
criterla, or

& programmatically access data from each source through
mutiple SET statements.

It is worth noting that the DATA step processor in MERGE
processing with a BY statement wil send WHERE statements to
the SAS/ACCESS engine and DBEMS server to select rows that
match particular BY group values read from the SAS data file.
This may be more optimal than reading all rows from the table
when there are few BY groups in the SAS data file, lots of rows in
the DBMS table, and the DBMS table has an index on tha BY
variables. It may be less optimal in other cases.

The SQL processor will use indexes to optimize foin processing,
but the SAS/ACCESS sngines in version 6 can not surfacs full
index processing ke the BASE engine. This means that the SQL
processor cannot optimize access with knowledge of DBMS
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Indexes In version 6,
Jolning DBMS Data with DBMS Data

Logic engines are an effective solution for joining or merging data
from two of more SAS/ACCESS views of database tables when:

® the database iables are In different servers, or
® the server can not duplicate the program logic in the view.
As depicted In figura 8, two separate and independent opens of

DEMS tables results from a logic view accassing two
SAS/ACCESS views.

Joining DBMS data and DBMS data

Lise Logic Engine when:
Tapias In cifiarant sarvers,
nnnormusatmu‘l: Server
can be processed by DIMS | |
Afwmetives: ]
Define View in DBMS, H Desn. Access
Uss SOL PASSTHAL! i
H
byt Iy
b Iy
il. _________ | | mm
| T a Log
Flgure 8

The SQL view engine and DATA step view engines behavs in the
same manner as when joining SAS data files with SAS/ACCESS
views which was described above.

if the view logic Is an SQL join of database tables which can be
processed by the DBMS server, then it is usually far more efficient
to allow the DBMS to process the join than to bring all the data
back to a logic engine in the SAS system to process the join. This
Is consistent with a general optimization rule for remote data
access that says: “Move data selecion and manipulation loglc as
closa ‘o the data sources as pessibla.”

Thers are two possible ways to get the DBMS server to process
an SQL joln. One way Is to defina a view In the DBMS iiself thal
Joins the base tables. In this case, a single SAS/ACCESS view
that describes the view of the joined DBMS tables can be
accessed without an Intervening logic engine in the SAS session.
However, there is overhead to dafining a view in a DBMS which
you may not want to incur for a ona time join strategy. You may
also find you are not allowed to define DBMS views In the server.
For these casas, you should use the passthru facility of SAS SQL
depicted in figure 10.
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SQL Passthru
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Figure 10

The SQL processor sands statements In the DBMS’s dlalect of
the SGL language directly to the DBMS server through the
passthru AP! In the SAS/ACCESS engine.

To estabiish a connection directly with the DBMS, you issue a
connect statement to the SQL processor specilying the
SAS/ACCESS engine name and explicit DEMS options in
parentheses. For examplo:

CONMECT TO DB2 (S8ID=DB2T);

Once you have a connection, you can pass DBMS syntaxed
SELECT stataments to the DEMS by enclosing them in ('s and
preceding them with SELECT * FROM CONNECTION TO dbms.
For example:

SELECT * FROM CONNECTICN TO DB2
(SBLECT MAME, COLCCUNT
FROM BYSIBM.SYSTABLES
WHERE CREATORs=’MYAUTHID');

Or you can sxecute other statements. For example:

BXECUTE (CREATE TABLE FOO
(BAR CHAR(3),
GOOMBAY NUMERIC))
BY DB2;

You ferminate a connection with the disconnect stalement. For
example:

DISCONNECT FROM DB2;

S0L passtiru statements can be used elther directly from PROC
SQL or stored In SQL views for execution by the SQL view engine
when the view is accessed as a SAS data set by other SAS
applications.

Jolning/Merging Data that is Remote

The general optimization rule for remote data access that says:
*Move data selection and manipulation leglc as close to the data
sources as possible.” Is the underlying thema of this section.

Local Data with Remote Data

Joining local SAS data with remote data can be accomplished In
the same manner as joining SAS data with DEMS data described
above, That Is, you can use a DATA step or SQL view engine In
the local SAS session 1o reference both local SAS data sets and
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remote SAS dala sets as illustrated In figure 11.

Joining Local Data with Remcte Data

Procedures SAS Server togic Engine:
and [/ or Dpecs sach dats ael
DATA Fleacs and mangxiaes
Tecords Fom dela eets
Engine Supandsce Cresios mauesied mecord
for angine aupanscr
{
[t Erore]
) SAS Formatied
SAS Formattad Dala Library
Data Librasy
Figure 11

in the section on logic engine processing, it was noted that both
the SQL view engine and tha DATA step view engine would treat
a WHERE clause applied to a view as a filter of the records
retumed. It was pointed out that the SQL view engine wouid use
the WHERE criteria in an optimized accass If & new view
was defined that applied this WHERE clause t0 the original view.,
This technique may be even more important when one of the SAS
data sets is accessed remotely as In figure 11. It will cause the
WHERE clause criteria to be pushed across 10 the server so that
only appropriate records are sent back to the SCL engine in the
local session.

Alf Remote Data

When all the data to be joined is in a remote sarver environment,
it Is often most officient 10 join the data in the server environment.
The remote engine / server architecture and MEA makes It
possible to execute view engines in the sarver environment.
Figure 12 illustrates execution of a logic engine in the server
environment.

Joining Remote Data in a SAS Server

$AS Server | Gorvax Engine mey be &
N ET] Logic Englne
1 Usar
i Engne Superviecs || voce
1 T Lotic provessing Sucutos
: 0 ssrver sesslon:
| mm-l * incroasss soner CPU
Ry 6ol * dacressss communications
Enging -~
SAS Formatted
Data Lbrary
Figure 12

Using logic engines in the server environment may increase
server CPU consumption but will usually decrease
communications between the remote englne and server. This
decrease is especially significant when the view processor
produces a small set of data records from large data seis.



View engines are normally executed in the server environmant if
the view definition Is stored In a library accessed through the
server. You musi be careful whan utilzing the technique of
defining a new view with a WHERE clause applled to an existing
SQL view in a server library, The new view must also be definad
in the sarver library In order for the WHERE clause 10 be inciuded
in the optimized access strategy.

If you do not want the view angine 1o execute In the server
session, add the option RMTVIEW=NO 1o the LIBNAME
statament that accasses the library with the VIEW file through the
server. RMTVIEW=NO italis the engine supervisor 1o raad the
VIEW file header into the local session and invoke tha specified
view engine there. it also allows the SQL processor 1o taratively
sead remote view definitions, thus preventing the SQL view
engine from being executed in the server. lfthe serverisa
different machine architecture, the VIEW file can not be accessed
by the iocal engine supérvisor and the seiver will execute the view
engina regardiess of the RMTVIEW= option setting.

Accessing Remote DBMSs

SAS applications may be able o access remoté DBMS data in
two ways. If the DBMS systam facilies support remota data
access, then If's possible that a SAS/ACCESS view accessing the
DBMS tocal funcions can access a remote DBMS server.
Alismatively, the SAS application can use the remote engine and
sarver architecturs 10 axacute a SAS/ACCESS engine in a remote
server to access a DEMS on the server machina.

DBMS Facilities for Remote Data Access

it's beyond the scope of this paper 1o describe all the capabliities
of each DBMS system for remote data access. There are however
two basic madels; direct cllent 1o remote server communications,
or cliont 1o local sarver to remota server communications.

The former model is simiiar to that used by the SAS remote
engine to server. Client applications directly establish
communications links to the remote server without any intervening
local database sarver. Most DBMS systems implement this modal
and require specific client software for networked access through
propristary communications message formats and protocois 10
their DBMS server. The ODBC and MEA architectures aflow for
this by converting the APIs to the DBMS APIs in the drivers and
engines, allowing the DBMS functions to handle communications.

The Intervening server modal is ilustrated in figure 13.

;_ Remote DBMS Access through Local Server
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Ergine Suparviect : Local | |Remote
| | Server || Server
: Daix Access ¢ — — — Oatn Access
| )
DBMS DEMS
Datahases Recovery Dalzbases Racovery
Lag Log
Figure 13
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The application program uses DBMS funclions 1o access 2 ‘local
sarver. The local server determines that the database to access is
on a remota server machine and routes the access request to the
remote machine. Note that the definition of local versus remote
server may differ by environment, In a LAN environment, the tarm
jocal sarver may Include any server an the local LAN with the
same basic machine architecture as the client appiication. The
remote server is generally a server either on a different machine
architectura or accessed across a WAN.

An example of this modal is implementad by IBM’s relational
database systems. A cllent application on 0S/2% typically
accesses a locat DB2/2™ sarver which may routs the request to a
remots DB2 or SQL/DS™ servar.

Remote Data Access Through a $AS server
A SAS application can access a DBMS through a SAS server by

defining the SAS/ACCESS view In a server library. This Is
illustrated In figura 14.
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‘This combination works when the application and both servers are
on & local maching but Is not a recommended solution for that
srwironment. In that environment, the SAS/ACCESS engins in the
SAS application sesslon can directly access the DBMS server and
will result in less communications. To directly access the DBMS
server from the SAS application session, either put the
SAS/ACCESS VIEW file In a library not accessed through the
gerver or add the option RMTVIEW=NO to the LIBNAME
statement that accesses the library through the sarver.

The combination is useful when the two servers are on & remote
machine and: ,

® the DEMS facilities don’t provide a way 1o access the remote
DBMS server 50 a local SAS/ACCESS engine can not ba used,
or

® you don't icense the nacessary software (SAS/ACCESS and/or
DBMS network access software) on the application machine, or

® you want 1o join or merge the DBMS data with other data on
the remote machine as deplctad in figure 135.
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| Joining Remote Data and Remote DBMS Data
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By moving the logic procassing 1o the same machine where tha
dala sources reside, network communications with the application
session are reduced.

Just as It Is useful In a single machine environment o pass join
procassing o the DBMS If it can do it {see DBMS data with DBMS
data above), it is best 10 do so in a remote server environment.
Figura 18 iliustrates using the SQL processor In the local session
to send DBMS syntaxed statements through the remote engins,
sarver, and SAS/ACCESS engine in the server to the DBMS for
exacution,

Figure 16

‘To make this connaection, the passthru CONNECT statoment
specifies the REMOTE angine and in parentheses the name of
the server, the name of the DBMS {SAS/ACCESS engine) and
DBMS arguments. For axample:

CONNECT TO REMOTE
(BERVER=SASSERVE
DBNS=DB2
DEMSARG= (SSID=DBAT))

AS DB2T;

Once a connection Is established, the same SQL PASSTHRU
stalements described eariler can be used to send statements for
execution In the remote DBMS system.
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Itis worth noting that a muiti-user server appears to the DBMS as
a single user application and DBMS authorization is based on the
accass rights of the server in the DBMS. You can still provide
security for the DBMS in this environment by limiting access 1o the
server with server access password and/or utilizing passwords on
SAS/ACCESS views in the server.

in a mutti-user server the DBMS's do not treat each user as a
separate fransaction environmant that can be indapendently
committed or rolled back. For this reason, update access io
DBMS's through a multi-user server Is prohiblted.

We have Introduced a new single-user server with remote Iibrary
services. The single-user server runs in a remote
SAS/CONNECT® session and only serves data access requss&
from the local SAS/CONNECT session. Since the remote SAS
session runs with the authorization of the useric that created it,
the DBMS authorization controls for that userld are effective. In
addtion, update access is allowed through the single-user sarvar
since the one local 8AS session Is executing the application.

CONCLUSION

MEA is Extremely Flexible

The modular structure of Multiple Engine Architacturs allows you
to accomplish tasks in many ways by various combinations of the
engines. Figure 17 combines most of the pravious SAS figures
into one, | hope you can reference this diagram and paper 10
effectively combine the facilities avaliable today in the SAS
System,

Figure 17

SAS Server and MEA extends capabilities of ODBC
Appiications

While the primary motivation of the SAS/ODBC Driver
implementation is fo allow OPEN actess of SAS formatted and
managed data from other non-SAS applications as some of our
users have requested, it's imporant to remember that Mulliple
Engine Architecture in a server environmant altows you to Join and
merge data from many sources and in many ways. Figure 18
ilflustrates all the additionat capabilities from an ODBC application
environment.
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From the SQL logic engine you can:

® access SAS data files through the native engine,

® access axternal files through DATA step processor witha
DATA step view,

* access DBMS daia through SAS/ACCESS views,

® access DBMS data through SAS SQL views containing SQL
passthru statements for the DBMS, and :

» join and merge data from these sources through soL
statements or DATA step programming logic.

The architecturs will also allow an ODBC application 1o send SQL
statements through the server and a SAS/ACCESS passthru
interface to & DBMS without using the SQL processor in the
server execution as dopicted by the line from the user task directly
1o the SAS/ACCESS passthru AP). However, the SAS/ODBEC
Driver does not provide the same level of ODBC conformance
when by passing the SAS SQL processor. We've found many
©QDBC application packages nead level 1 conformance.
Therefore, we have not expended resources testing this
capability. You may find it adequate for writing custom QDBC
applications for known databases and tables. If you are interested
in frying this, contact Technical Support at SAS Institute.

Future Plans

We plan to support more standard API's for open data access to
SAS data as they are adoptad by the software community and
requasted by cur customers. We will also consider providing a
proprigtary SAS APi callable from C programs in environments
whare no standard AP1 is emerging. if you have an Interest in a
particular standard and operating system - please convay your
interest to both the author and the SAS Markating division at SAS
Institute.

We also intend 1o study ways 1o improve our processing and so
that we can make mora intelligent processing decisions for you,
For example:

1. We want to be abls to retransform and optimize SQL access
sirategles when a new WHERE clause |s given. However, we
don’t want to do that If we've already accassed all the data
and have a relatively small result set that could be filtered with
the new WHERE clause. Different decisions are appropriate
for different cases and may produce different result seis in a

311

Host Systems

concurrent access environment.

2, We ara considering adding ancther key type to the SAS data
mode! In version 7 that could be used for equality maiching
only. Some SAS/ACCESS engines wili then identify DBMS
indexas as these restricled use keys. The SQL processor will
than use them and the angine will convert this restricted key
intetface to the appropriate WHERE clause. Again, there are
cases where this is more efficient and others where it is lass
efficiant. Some of the criteria will depend on the DEMS.

Uttimately, we need fo give the programmer the abiiity to force
one decision or another even If we improve our ability to optimize
tha default behavior.

REFERENCES

Bamhart, Andy, (1994), *Sharing Enterprise Data with ODBC,”
Procesdings of the Nineteenth Annual SAS Usars Group
International Conference, Cary, NC: SAS Institute Inc.

Beatrous, Stephen and Clifford, WitEam, (1888), “Version 6 SAS®
Data Base System Architecture: Current and Future Features,”
Procsedings of the Thirteanth Annual SAS Users Group
Intarmnational Conference, Cary, NC: SAS institute Inc.

Bamer, Cheryl, {1994), “Tha SAS® System: A Complete
Client/Server Solution,” Proceedings of the Nineteenth Annual
SAS Users Group Intemational Conference, Cary, NC: SAS
Institute Inc.

SAS institute Inc. (199x), SAS/ACCESS® Interface ip <your
favorite DBMS»> ; Usage and Reference, Version 6, First Edition,
Cary, NC: SAS institute Inc.

SAS Institite Inc. (1990), SAS/CONNECT™ Software: Usage and
Referance, Version 6, First Edition, Cary, NC: SAS Institute Inc.

SAS Institute inc. (1992), SAS Technical Report :
P-255,SAS/CONNECT™ Softwara: Changes and Enhancemants,
Fleleass 6.09 Cary, NC: SAS Institute Inc.

SAS institute Inc. (1991), SAS/SHARE® Software: Usage and
Raferance, Varsion 8, First Edition, Cary, NC: SAS Institute Inc.

SAS Instituta Inc. {1983), SAS Technical Report
P-260,5A5/SHARE® Software for the MVS Environment, Ralease
6.08 Cary, NC: SAS Institute inc.

SAS Institute Inc. (1893), SAS Technical Report
P-261,5AS/SHARE® Softwara for the CMS Environment, Raleass
8.08 Cary, NC: SAS Institute Inc.

ACKNOWLEDGEMENTS

SAS, SAS/ACCESS, SAS/SHARE, and SAS/CONNECT are
registarad frademarks or trademarks of SAS Institute Inc. in the
USA and ather countries. ® indicatas USA registration.

IBM, DB2, DB2/2, 08/2, and SQL/DS are registersd trademarks
or trademarks of international Business Machines Corporation.

Other brand and product names are registered trademarks or
trademarks of thelr respective companies,

SESUG '95 Proceedings



